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Recent advances in the analysis of neuronal activities suggest that the instantaneous activity patterns can be mostly explained by
considering only first-order and pairwise interactions between recorded elements, i.e., action potentials or local field potentials (LFP),
and do not require higher-than-pairwise-order interactions. If generally applicable, this pairwise approach greatly simplifies the descrip-
tion of network interactions. However, an important question remains: are the recorded elements the units of interaction that best
describe neuronal activity patterns? To explore this, we recorded spontaneous LFP peak activities in cortical organotypic cultures using
planar, integrated 60-microelectrode arrays. We compared predictions obtained using a pairwise approach with those using a hierarchi-
cal approach that uses two different spatial units for describing the activity interactions: single electrodes and electrode clusters. In this
hierarchical model, short-range interactions within each cluster were modeled by pairwise interactions of electrode activities and long-
range interactions were modeled by pairwise interactions of cluster activities. Despite the relatively low number of parameters used, the
hierarchical model provided a more accurate description of the activity patterns than the pairwise model when applied to ensembles of 10
electrodes. Furthermore, the hierarchical model was successfully applied to a larger-scale data of �60 electrodes. Electrode activities
within clusters were highly correlated and spatially contiguous. In contrast, long-range interactions were diffuse, suggesting the presence
of higher-than-pairwise-order interactions involved in the LFP peak activities. Thus, the identification of appropriate units of interaction
may allow for the successful characterization of neuronal activities in large-scale networks.

Introduction
Multineuron firing patterns constitute a basis of neural coding,
and different proposals have been made concerning their func-
tions (Abeles et al., 1993; Aertsen and Arndt, 1993; Singer and
Gray, 1995; Richmond and Gawne, 1998; Salinas and Sejnowski,
2001; Pillow et al., 2008). Recent studies in the retina (Schnei-
dman et al., 2006; Shlens et al., 2006) and in cortical cultures
(Tang et al., 2008) suggested that the probabilities of multineu-
ron spike activities [or multielectrode local field potential (LFP)
peaks] can be mostly predicted by pairwise interactions between
binary activities of elements (neurons or electrodes) and, conse-
quently, that higher-than-pairwise neuronal interactions can be
effectively ignored. In principle, a network with N elements can
have multiple orders of interactions, from second-order (pair-
wise), third-order, up to Nth-order interactions (Martignon et
al., 2000; Amari, 2001; Nakahara and Amari, 2002; Montani et al.,
2009). Therefore, if generally applicable, the so-called pairwise

model in the above-mentioned studies significantly simplifies the
description of instantaneous network interactions (Nirenberg
and Victor, 2007). Several important issues, however, merit fur-
ther examination.

First, there is the scalability issue of the pairwise model. The
pairwise model was previously applied to subsets of �10 ele-
ments [a notable exception being Shlens et al. (2009)], primarily
for the following two reasons: (1) the model’s performance cri-
terion was not applicable to larger-scale data due to the limitation
of the number of samples (Paninski, 2003). This was addressed in
a recent study (Shlens et al., 2009), in which the evaluation crite-
rion was modified for larger-scale data (this modification was
adopted in the present study); and (2) direct estimation of the
pairwise model becomes computationally prohibitive as the
number of elements increases. The model’s performance in small
subsets does not necessarily extrapolate to a larger set (Roudi et
al., 2009); therefore, a model with better scalability is desirable.

Second, the pairwise model assumes that any activity pattern
is explained by the cumulative effect of pairwise interactions be-
tween elements. It may be the case, however, that not all pairwise
interactions are always necessary (Shlens et al., 2006, 2009). Here,
we examined whether long-range interactions need to be repre-
sented by every pair of elements. More generally stated: can other
simplified models adequately capture the interaction structure?

Third, closely related to this issue, we considered another fun-
damental question that is often overlooked: what are the appro-
priate units for describing network interactions? The units are
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usually defined as the particular elements recorded in a given
experiment (e.g., single neurons or LFP activity at electrodes).
The recorded elements, however, may not be the only units. De-
pending on the underlying interaction structure, there may be
other appropriate units that allow for a better model.

To address these issues, we constructed a hierarchical model
of network interactions that uses units of interactions at two
spatial levels. We used this model to examine the spontaneous
negative LFP (nLFP) peak activities of cortical cultures. At a
larger spatial level, the unit of interaction is the “cluster activity”
(determined by nLFP peak activities among electrodes in each
cluster), and long-range interactions are modeled as pairwise in-
teractions between cluster activities. At a local level (within clus-
ters), the unit of interaction is the nLFP peak activity at each
electrode, and short-range interactions are modeled as pairwise
interactions between electrode activities. Our findings indicated
that, despite its relative parsimony, the hierarchical model cap-
tures network interactions more accurately than the pairwise
model.

Materials and Methods
Recordings. Details of the recordings were provided previously (Beggs
and Plenz, 2003, 2004; Gireesh and Plenz, 2008). Briefly, coronal slices
from the somatosensory cortex (350 �m thick) and ventral tegmental
area (VTA; 500 �m thick) were obtained from rat pups (postnatal day
0 –2, Sprague Dawley; Taconic Farms) and placed on poly-D-lysine-
coated, 8 � 8 microelectrode arrays (MEA, 30 �m electrode diameter;
200 �m interelectrode distance, Multi Channel Systems). Each MEA
covered �1 mm of the cortical depth of a coronal slice and a VTA slice
was positioned at the ventral border of the cortex, juxtaposing the white
matter. Coculturing of slices was described in detail previously (Plenz
and Kitai, 1998; Karpiak and Plenz, 2002). In short, a sterile chamber was
attached to the MEA, which allowed for cultivation and repeated record-
ing from single cocultures for many weeks. After plasma/thrombin-
based adhesion of the tissue to the MEA, 600 �l of standard culture
medium was added (50% basal medium, 25% HBSS, 25% horse serum;
all from Sigma-Aldrich) and the MEAs were affixed to a rocking tray
inside the incubator (�70° angle, 0.005 Hz; 35.5 � 0.5°C).

For recordings, individual MEAs were attached to a recording head
stage (Multi Channel Systems) affixed to a second tray within the incu-
bator. This configuration allowed for repeated long-term recordings
from individual cultures in culture medium under conditions identical
to those during development. Recordings began after 9 d in vitro (DIV),
when neuronal avalanches were found (Gireesh and Plenz, 2008; Stewart
and Plenz, 2008). Spontaneous extracellular activity (LFP) was sampled at 4
kHz per channel for an average of 3–5 h per condition (MC-Rack; Multi
Channel Systems) against the ground electrode incorporated in the MEA,
which acted as the common signal ground for all electrodes. Light micro-
scopic pictures taken at 1 DIV and during the first and second weeks of
cultivation enabled reconstruction of the electrode locations in the cortical
culture. Data from 12 cultures (10–16 DIV) were used in this study.

Extracting nLFP peak activity. Recordings were low-pass filtered at 200
Hz with a second-order Butterworth filter for the extraction of LFPs,
which exhibited sharp negative peaks indicative of population spikes
(Beggs and Plenz, 2003). The threshold was set at �8 SDs of the signal to
detect significant negative peaks, and the time of the maximum excur-
sion below the threshold was recorded as the time of the nLFP peak
activity (see Fig. 1 A), as previously described (Beggs and Plenz, 2003,
2004). nLFP peaks were binned at a fixed interval, counting at most one
peak per electrode per bin and discarding the amplitude information of
the peaks, as done in a previous application of the pairwise model to LFP
activities in cortical cultures (Tang et al., 2008). Instantaneous activity
was defined as the microelectrode binary activity occurring in a single
time bin on the array (Fig. 1C). Three different bin sizes were examined
(4, 10, and 20 ms). The choice of bin sizes was justified as follows: 4 ms
was the average interval time between successive nLFPs on the array at an
interelectrode distance of 200 �m (Beggs and Plenz, 2003), and 10 and 20

ms were the bin sizes used in previous studies of network correlations
(Schneidman et al., 2006; Shlens et al., 2006; Tang et al., 2008).

The pattern of the nLFP peak activity in a bin is represented as a
random binary vector, X � (x1, x2, . . . , xn), where for each electrode i,
the corresponding element xi has a value of 1 or 0, indicating the presence
or absence of an nLFP peak, respectively. The underlying true probability
of an activity pattern X is denoted as P(X ); the true probability is not
known. We can only empirically observe samples in our datasets, and we
denote the empirical probability observed in the data by P̂(X ).

Models of instantaneous activity. In this study, we examined three mod-
els of instantaneous activity: an independent model, a pairwise model,
and a hierarchical model. The first two models belong to a class of max-
imum entropy models, and have been applied to datasets similar to ours
(Tang et al., 2008). The focus of the present study was to introduce the
third model, the hierarchical model, and to examine its validity using our
datasets. Indeed, the model can also be cast onto the framework of the
maximum entropy model, because the maximum entropy formulation can
also be understood through the intrinsic relation between dual information
geometric coordinates; that is, the relation between expectation and natural
(log-linear) coordinates for probability distributions of discrete variables
(Amari, 2001, 2003; Nakahara and Amari, 2002) (see Appendix). In the
following sections, we summarize the first two models as maximum entropy
models and then separately describe the third model.

Independent and pairwise models as maximum entropy models. “Maximum
entropy” refers to the criterion for selecting a probability distribution Q(X)
given certain constraints (Jaynes, 1957), namely the distribution with the

highest Shannon entropy, H�Q� � ��
X

Q�X�log2[Q(X)], among all candi-

date distributions Q(X) satisfying the imposed constraints. Generally speak-
ing, maximum entropy models refer to those chosen by the above criterion.
In the current study, the random variable of interest is a random binary
vector X � (x1, x2, . . . , xn). Accordingly, the so-called “pairwise maximum
entropy model” is related to the Ising model (from statistical mechanics)
with pairwise interaction terms, and the “independent maximum entropy
model” corresponds to that without any interaction terms but only first-
order terms. There have been a tremendous number of studies, especially in
computational neuroscience, using potential relations or applications of
pairwise models to explain functions of both artificial and biological neural
networks, e.g. (Amari, 1977; Hopfield, 1982; Hopfield and Tank, 1986; Hertz
et al., 1991). More recently, the pairwise model was shown to be capable of
characterizing most neural interactions and correlations in various tissues
and preparations (Schneidman et al., 2006; Shlens et al., 2006; Tang et al.,
2008).

The pairwise model is expressed as

log Qpair�X) � �
i

�ixi � �
i, j

�ijxixj � �, (1)

where � is a normalization factor, �is are the model parameters relating
to the first-order term, and �ijs are the second-order or pairwise interac-
tion terms (Amari, 2001, 2003; Nakahara and Amari, 2002). The inde-
pendent model is expressed as

log Qind(X) � �
i

�ixi � �, (2)

and contains only the first-order term. It can also be expressed as

Qind(X) � �
i�1

n

P̂�xi�, where P̂(xi) is the marginal probability of activity at

electrode i.
Both models are convenient in that their model parameters can be

estimated uniquely under the maximum entropy criterion (Jaynes,
1957). Either estimated model can be expressed under the maximum
entropy criterion as follows:

Qmodel(X) � arg max
Q�X�

�H�Q� � �
l�1

N

�l�EQ�Fl(X)	 � kl��, (3)

where the constraints are specified using the Lagrange multipliers �l with
the linear functions Fl(X ) (i.e., xi for the first-order and xixj for the
second-order terms), and the corresponding expected values kl [i.e., first-
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order EP̂(xi) � P̂(xi), and second-order EP̂(xixj) � P̂(xi,xj)]. Qpair(X ) uses
both first and second-order terms, but Qind(X ) uses only the first-order
terms. To specify and solve this convex optimization problem, we used
CVX, a software package for specifying and solving convex programs
(Grant and Boyd, 2008, 2009). All analyses were performed in Matlab
(MathWorks). It should be noted that the number of parameters in the
maximum entropy model is equal to the number of nonredundant con-
straints placed on this optimization problem.

Structure of hierarchical model. A brief summary of the hierarchical
model’s structure is provided here to facilitate understanding of the sub-
sequent subsections (see Results for details about model structure). The
hierarchical model assumes that the underlying interaction structure of
P(X ) is characterized using units for interactions at two levels: the elec-
trode cluster level and the single electrode level within a cluster. At the
cluster level, the interactions are assumed to be characterized by pairwise
interactions of cluster activities. At the electrode level, interactions within a
cluster are assumed to be pairwise and interactions across clusters are as-
sumed to be independent, given the activity of each cluster. Together, these
assumptions allow for a mathematical expression of the hierarchical model
shown in Equation 10.

Cluster activity. To use the hierarchical model described above, we
must first define cluster activity. Cluster activity is the output of a cluster;
similar to electrode activity, it can be represented in different ways (e.g.,
as a real-value or thresholded-binary-value variable). We set the mini-
mum property of cluster activity as a scalar measure monotonically re-
flecting the level of activity among its member electrodes. We adopted
three measures of cluster activity: linear, log, and binary. If we assume
that cluster I contains n electrodes, then XI � (x1, x2, . . . , xn). The linear

measure is a count of the active electrodes, expressed by cI
lin � �

i�1

n

xi; the log

measure takes a logarithmic transformation of the linear measure, cI
log �

[log2(1 
 cI
lin)], where the brackets indicate the floor function; and the

binary measure indicates whether any electrode in the cluster is active,
cI

bin � 1(cI
lin � 0), where 1() is an indicator function that returns 1 if the

proposition inside the bracket is true and 0 if it is false. For example, a
cluster with 10 active electrodes has a corresponding cluster activity given
by cI

lin � 10, cI
log � 3, and cI

bin � 1. Henceforth, references to the binary/
log/linear measures of cluster activity are shortened to binary/log/linear
(cluster) activity. The probabilities of cluster activities are denoted and
estimated in the same way as for electrodes. For example, the probability
that cluster I has log activity level y is given by P(cI

log � y), the probability
of simultaneous activities in clusters I and J is given by P(cI

log � y, cJ
log �

z), and the probability distribution of array-wide activity patterns is given
by P(C), where C � (c1, c2, . . . , cK) is the set of K clusters spanning a
given electrode array.

There are advantages and disadvantages associated with each type of
cluster activity. The linear cluster activity most faithfully reflects the over-
all number of active electrodes in a cluster, but is computationally the
most expensive. The hierarchical model with linear cluster activity has a
number of parameters comparable to that of the pairwise model, which

for n electrodes is given by n �
n�n � 1�

2
�

n�n � 1�

2
. Hence, the

hierarchical model using linear activity offers little gain in dimensionality
over the pairwise model. However, it does contain higher-order interac-
tion terms that are nonexistent in the pairwise model, while imposing
further constraints on some pairwise interactions (see Appendix). By
contrast, the binary activity is the most parsimonious and computation-
ally least expensive, as it represents only the existence or nonexistence of
any active electrode, and thus provides a minimum amount of informa-
tion about the underlying electrodes’ activities. In principle, the hierar-
chical model with binary activity has a significantly lower
dimensionality than the pairwise model; its structural dimensionality
is given by

�
i

K ni�ni � 1�

2
�

K�K � 1�

2
� �

i

K

1�ni � 2�, (4)

where we assume K clusters, each of which has ni electrodes��
i

K

ni � n�. The

hierarchical model with log activity is intermediate in terms of both
computational simplicity and representational capacity. In the present
study, we used linear activity only to identify clusters when we wished to
use as much of the available information as possible. We used either
binary or log cluster activity when evaluating the hierarchical model’s
performance with the identified clusters, because either was sufficient for
the model’s high performance and use of either significantly decreases
the size of the model compared with the pairwise model.

Estimation of the hierarchical model’s parameters. Once the clusters are
identified (as described in the next section), the hierarchical model for-
mulation (Eq. 10) decomposes the original P(X )-estimation problem
into two subproblems (electrode and cluster level) (see Fig. 2C), as fol-
lows: (1) estimating the electrode activity distribution P(XI) in each clus-
ter I, which is approximated by Qpair(XI) in this formulation; and (2)
estimating the cluster activity distribution P(C) over the array, which is
approximated by Qpair(C) in the formulation. The estimation methods
for the pairwise model (as described in Independent and pairwise models
as maximum entropy models, above) are applicable to each subproblem.
After solving these subproblems, the hierarchical model Qhier(X ) is ob-
tained using the conditional independent assumption, as given in Equa-

tion 10: Qhier(X ) � Qpair(C)�
I�1

k

Qpair(XI�cI). Note that Qpair(XI�cI) �

Qpair(XI)/P(cI), where P(cI) is marginalized from Qpair(XI, cI); it can, in
practice, be effectively replaced by P̂(cI), as long as Qpair(XI) fits reason-
ably well with P̂(XI).

In the case of log or linear cluster activity, the estimation of the pair-
wise model Qpair(C) becomes an instance of a maximum entropy prob-
lem with m � 2 discrete-alphabet sizes (Amari, 2001; Ince et al., 2009).
The basic framework remains the same, except that the constraints now
depend on the probabilities of cluster activities cI taking multiple values.
The set of first- and second-order probabilities must include combina-
tions of all nonzero levels of cluster activity. For example, given two
clusters X1 � (x1,x2) and X2 � (x3) and using linear activity cI

lin, both the
first-order constraints P̂(c1

lin � 1), P̂(c1
lin � 2), and P̂(c2

lin � 1), and the
second-order constraints P̂(c1

lin � 1, c2
lin � 1), and P̂(c1

lin � 2, c2
lin � 1)

should be applied. The maximum entropy problem still follows the gen-
eral form of Equation 3, but includes the m-ary alphabet constraints as
explained above. After solving the maximum entropy problem and ob-
taining the Lagrange multipliers, Qpair(C) is given by the following:

log Qpair(C) � �
I
�

k
�I

k 1�cI � k� � �
I,J
�
k,l

�IJ
kl 1�cI � k, cJ � l � � �,

(5)

where the superscripts of the Lagrange multipliers �I
k and �IJ

kl indicate
the values of cluster activity in each cluster I and J.

Clustering criterion and clustering algorithm. We identified clusters of
electrodes using activities of all electrodes on each array. We selected
what we considered the simplest clustering criterion for identifying the
clusters: the homogeneity criterion. In general, given a cluster activity cI,
there can be multiple underlying active electrode patterns XI. Thus, if a
cluster was determined arbitrarily, the probability of the cluster activity,
P(cI), would not uniquely determine the probabilities of those underly-
ing multiple electrode probabilities P(XI). If the underlying probabilities
P(XI) are homogeneous, however, it is possible to determine the proba-
bilities P(XI) given P(cI). With no additional assumptions, the maximum
entropy estimate of P(XI), given the knowledge of P(cI), is the homoge-
neous distribution of electrode activities (see Fig. 2 D). The homoge-
neous distribution Qhom(XI), given linear cluster activity cI

lin, is
theoretically provided by

Qhom(XI) � P̂�cI
lin � �

i

n

xi� � � n

�
i

n

xi
��1

, (6)

where P̂(cI
lin) is the observed probability of linear cluster activity, the

parentheses on the right indicate the binomial coefficient (or the choose
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function), and all electrode patterns XI of a given cluster activity cI
lin are

equally likely to occur. To quantify the level of homogeneity in a cluster I
relative to its estimated distribution Qhom(XI), we used a criterion called
cluster score (see below). A perfectly homogeneous cluster has a score of
1, meaning that P̂(XI) can be perfectly estimated from P̂(cI

lin), and devi-
ations from homogeneity decrease the cluster score.

To minimize the loss of information in describing P(XI) using P(cI),
we searched for clusters that were as homogeneous as possible. Clusters
of electrodes were determined using an iterative clustering algorithm
with the cluster score. The algorithm uses a backward search procedure,
as it starts with the set of all electrodes and iteratively prunes one elec-
trode at a time in the order that produces the greatest increase in the
cluster score of the remaining electrodes. The electrode set was pruned
until it contained 10 or fewer electrodes and its cluster score was above a
predetermined threshold. Upon reaching the homogeneity threshold,
the electrode set was declared to be a cluster. To be conservative, we fixed
the maximum number of electrodes in a cluster at 10, mostly because the
numerical calculation for fitting a pairwise model to a cluster becomes
harder for larger sets. After finding a cluster, a new search was started
using all the previously pruned electrodes, until all electrodes were as-
signed to a cluster. Sometimes one or two electrodes in a dataset re-
mained unassigned to a cluster when the homogeneity threshold was not
met; such electrodes were discarded from further analysis. Note that this
clustering approach defines nonoverlapping clusters. The clustering
threshold was predetermined for all datasets of a given bin size by obtain-
ing a distribution of cluster scores from randomly sampled sets of 10
electrodes pooled from all datasets (1000 samples per dataset), and set-
ting the threshold at the upper 5% significance level. The threshold values
obtained were 0.88, 0.90, and 0.90 for datasets binned at 4, 10, and 20 ms,
respectively.

Evaluating the cluster-level interactions using the electrode-level, pairwise
interactions. For binary cluster activity, there is only one coefficient of
interaction, �IJ, between clusters I and J in Equation 5; the coefficient
indicates the level of interaction between the two clusters. For log cluster
activity, there is one coefficient �

IJ

kl for each combination of cluster ac-
tivities— cluster I with activity k, and cluster J with activity l. To represent
the interaction for each cluster pair by a single value, their weighted

average, �IJ ' 	�IJ
kl

kl

, was obtained by averaging over the multiple cases

of different activities (i.e., k and l ), and was used for Figure 7C,D. For
comparison, we obtained electrode interactions �ij of Equation 1 from
the pairwise models of the random 10-electrode ensembles. For each
electrode pair i and j, the interaction �ij was averaged over all ensembles
containing both electrodes. Given clusters I and J with nI and nJ elec-
trodes, respectively, there are nI � nJ interaction coefficients �ij for elec-
trodes i in cluster I and j in cluster J. For each cluster pair I and J, we
obtained both the mean, �IJ,mean, and max, �IJ,max, of the cross-cluster
pairwise electrode interactions.

Model evaluation. Depending on the number of electrodes in the total
electrode set X, we used two different methods to evaluate the models.
The first method was used for small groups of electrodes (n � 10), for
which the distribution P̂(X ) could be reliably sampled from the data
(Schneidman et al., 2003). This method evaluated the model distribu-
tions Q(X ) against the observed distribution P̂(X ) (via the Kullback–
Leibler divergence), and the value was normalized by the divergence of
the independent model Qind(X ); the resulting F ratio was defined by:

F � 1 �
DKL�P̂�X)�Q�X)]

DKL�P̂�X)�Qind�X)	
, (7)

where DKL(P̂�Q) � �
X
P̂(X )log2

P̂(X )

Q(X )
. This F ratio was originally pro-

posed to evaluate the accuracy of the pairwise model Qpair(X ) by
setting Q(X ) � Qpair(X ) in Equation 7 (Schneidman et al., 2003,
2006), denoted here as Fpair. Fpair is strictly contained within the interval
between 0 and 1 because the generalized Pythagorean theorem holds
(Amari, 2001), namely, DKL[P̂(X )�Qind(X )] � DKL[P̂(X )�Qpair(X )] 

DKL[Qpair(X )�Qind(X )]. Thus, Fpair can be viewed as representing the
accuracy of the model Qpair(X ) using its departure DKL[P̂(X )�Qpair(X )]

in relation to, or normalized by, the departure of the independent model
DKL[P̂(X )�Qind(X )]. An Fpair of 0 indicates that the pairwise model does
not add any additional meaningful information to the independent
model, whereas an Fpair of 1 indicates that the pairwise model is identical
to the empirical distribution. Thus, as Fpair approaches 1, the pairwise
model is considered to sufficiently capture the empirical distribution
(Schneidman et al., 2006). To comparably evaluate the hierarchical
model, we set Q(X ) � Qhier(X ) in Equation 7 and called the resulting F
ratio Fhier. Note, because the generalized Pythagorean theorem no longer
holds, Fhier is no longer strictly bounded at the lower limit by 0. Still, it
represents the normalized ratio of the departure of the model in reference
to that of the independent model, so it conveniently represents a degree
of accuracy of the model for comparison with the pairwise model. In
practice, we found no case in which Fhier was not within the [0, 1] range.
The cluster score was devised in the same manner; we set Q(X ) �
Qhom(X ) in Equation 7, for a given set of electrode activities within a
cluster I, thus given by the following:

score � 1 �
DKL�P̂(XI)�Qhom(XI)]

DKL�P̂(XI)�Qind(XI)]
. (8)

Note that the homogeneous probability Qhom(X ) is easy to estimate (see
Eq. 6), even when the cluster is a full array. This is an advantage of using
the homogeneity criterion to identify clusters.

The method explained above (Eq. 7) was previously used only when
relatively small subsets of elements (spike or LFP activities; typically
�10) were evaluated. A second method of evaluating the models was
used for entire electrode arrays (Shlens et al., 2009). This was because
directly evaluating Fpair with a larger number of elements is contami-
nated by a strong bias that is imposed by limited sampling in the estima-
tion of the divergence between empirical and model distributions
(Nemenman et al., 2002; Paninski, 2003). When using the entire array,
P(X ) can no longer be sampled adequately, thereby precluding the direct
use of the original F ratio for entire electrode arrays. Thus, we followed
the method introduced by Shlens et al. (2009), which consists of margin-
alizing the statistics of both the data and the model before estimating the
divergences; the probabilities in Equation 7 are replaced by the probabil-
ities of the fraction of electrodes active in a time bin. This is called a
modified F ratio, or F e, and can be expressed by:

Fe � 1 �
DKL�P̂(fe)�Q̂(fe�]

DKL�P̂(fe)�Q̂ind(fe�]
, (9)

where fe indicates the fraction of active electrodes of the total number of
electrodes and P̂( fe) is the empirical distribution of fe. Note that P̂( fe) can
be estimated adequately even when P̂(X ) cannot. Q̂( fe) and Q̂ind( fe) are
the corresponding marginal distributions for the models Q(X ) and
Qind(X ), respectively, from which we generated samples in simulations
to estimate the marginal distributions. To evaluate the cluster-level ac-
tivity in a large-scale dataset, we devised an F ratio similar to F e, referred
to as F c. It replaces fe with fc, which indicates the fraction of active clusters
(i.e., clusters that have at least one active electrode) in Equation 9. Like-
wise, the empirical distribution P̂( fc) can be reliably sampled from the
data, and Q̂( fc) and Q̂ind( fc) from models Q(X ) and Qind(X ).

In accordance with previous studies (Schneidman et al., 2006; Tang et
al., 2008), we report in the main text the results of each model obtained
using the same samples that were used for estimating the model’s param-
eters. This approach, however, potentially leads to so-called overfitting
(Hastie et al., 2001); because the same samples were used for both esti-
mating (training) the model’s parameters and evaluating (testing) the
model’s performance, the tested performance might appear better than
the true performance of the model with respect to the unknown true
interaction structure of the data (Hastie et al., 2001). We therefore also
examined the results using cross-validation, which is an approach that is
more resistant to overfitting (Hastie et al., 2001; Shlens et al., 2006, 2009).
Overall, the cross-validated results (reported in the supplemental mate-
rial, available at www.jneurosci.org) support the major findings de-
scribed in the main text.
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Results
Spontaneous LFPs were recorded from 12
organotypic slice cultures of rat somato-
sensory cortex grown on 8 � 8 multichan-
nel microelectrode arrays. Significant
nLFP peaks were detected using a thresh-
old procedure (see Materials and Meth-
ods) (Fig. 1A) (Beggs and Plenz, 2003,
2004). The nLFP peaks were indicative of
population spikes (Jimbo and Robinson,
2000; Bédard et al., 2004) and occurred in
bursts of approximately synchronous ac-
tivity with quiescent intervals spanning
several seconds (Fig. 1B), consistent with
previous studies (Crain, 1966; Calvet,
1974; Gutnick et al., 1989; Maeda et al.,
1995; Kamioka et al., 1996; Plenz and
Aertsen, 1996; Corner et al., 2002; Eytan
and Marom, 2006). The timing of the de-
tected nLFP peaks is sufficient to reveal
important spatiotemporal patterns of the
activities obeying power scaling law, so-
called neuronal avalanches (Beggs and
Plenz, 2003, 2004; Stewart and Plenz, 2006;
Gireesh and Plenz, 2008). The power laws
are unchanged whether nLFPs are binarized
or whether their amplitudes are considered
(Beggs and Plenz, 2003), and the statistical
properties of the avalanches are scale-
invariant with respect to the nLFP threshold (Petermann et al.,
2009). Moreover, using the timing alone of the nLFP peaks, the
pairwise model was previously applied to a similar type of data (Tang
et al., 2008). Therefore, in the present study, based only on the timing
of the nLFP peaks (i.e., discarding their amplitudes), instantaneous
nLFP peak activities were defined as the binary activities occurring in
a single time bin on the array (see Materials and Methods) (Figs.
1C,D). We developed in detail a hierarchical, statistical model of the
instantaneous nLFP activity. We first described the construction of
the hierarchical model. We then verified the accuracy of the pairwise
maximum entropy model for the nLFP activities in ensembles of
10 electrodes. Next, we compared the accuracy of the hierarchical
model to that of the pairwise model on the same 10-electrode
ensembles and showed that the hierarchical model achieves a
superior level of accuracy despite its relative parsimony. We then
assessed the performance of the hierarchical model on entire elec-
trode arrays and described the characteristics of the electrode
clusters and the cluster-level interactions captured by the model.
The results reported in subsequent sections were obtained using
the same samples that were used to estimate the model’s param-
eters (see Model evaluation, Materials and Methods). We also
reported the cross-validated results in the supplemental material
(available at www.jneurosci.org) as a reference.

Construction of hierarchical model
Our hierarchical model treats interactions at two different spatial
scales. A promising premise for constructing such a model can be
found in our datasets (Fig. 2A). The spatial resolution of corre-
lations between nLFP peak activities is relatively low, as correla-
tions with similar magnitudes extended over multiple spatially
contiguous electrodes. This suggests that such network correla-
tions can be represented better and more parsimoniously by
grouping together activities of functionally similar electrodes
into larger, more appropriate units of interactions.

If we call the larger-scale unit a cluster (e.g., a cluster of elec-
trodes, or the nLFP peak activities recorded at a cluster of elec-
trodes) (Fig. 2B), then the hierarchical model uses units for
interactions at two spatial scales or two levels, the electrode clus-
ter level (global) and the single electrode level within a cluster
(local). An activity of a cluster or a cluster activity is assumed to be
determined by the activities recorded by the electrodes that con-
stitute the cluster. To build the hierarchical model as parsimoni-
ously as possible, we used the approach of the pairwise model at
both levels; interactions at the cluster level are modeled by the
pairwise model of clusters and interactions at the electrode level
within a cluster are modeled by the pairwise model of electrodes.
We assumed that a given electrode activity in a cluster is influ-
enced by another electrode’s activity in two ways: by the pairwise
interaction with the other electrode if both electrodes are in the
same cluster, and indirectly via cluster activity if the other elec-
trode is in another cluster. This is a conditional independence
assumption across clusters (Fig. 2C); more formally, electrode
activity across clusters is statistically independent given the activ-
ity of each cluster, and electrodes in different clusters interact
indirectly only via their cluster activities. To use such a hierarchi-
cal model, clusters must first be identified. Although there are
various ways to identify clusters, we chose a practical and simple
approach: we identified clusters using the activity homogeneity
criterion (see below). A measure of cluster activity must also be
defined. We tested three such measures: binary, log, and linear
cluster activity. All types of cluster activity indicate the overall
magnitude of electrode activities in a cluster, without specifying
which electrodes are active (see below).

In mathematical terms, we denote instantaneous nLFP activ-
ity as X � (x1, x2, . . . , xn), where xi � (1, 0) indicates the detec-
tion or absence, respectively, of an nLFP peak at electrode i (Fig.
1D). The hierarchical model is denoted by Qhier, and the pairwise
model is denoted by Qpair. Cluster activity in cluster I is denoted

Figure 1. Recording of spontaneous neuronal activity from organotypic cultures of rat cortex using planar integrated MEA.
A, Left, Culture grown on a 8 � 8 MEA dish. Right, LFP recorded from one electrode with the threshold set at �8 times the LFP SD
(dashed line). B, Raster plot of significant nLFP deflections; points indicate time of maximum negative excursion below the
threshold (nLFP peaks). Raster plot reveals periods of significant synchronized nLFP peak activity interspersed with quiescent
periods. C, Raster plot with an increased time resolution. nLFP peaks are binned for subsequent analysis (in this example, �t � 4
ms; see Materials and Methods). For visualization purposes, the size of each dot represents the voltage magnitude of nLFP peaks,
which is not used in subsequent analyses. D, Detection of nLFP peak activity at an electrode is indicated by a “1” at the correspond-
ing electrode; a “0” indicates no activity, illustrated on the MEA. This figure is reproduced with modifications from Beggs and Plenz
(2004) (copyright 2004 Society for Neuroscience).
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by cI and the vector of all cluster activities is denoted by C � (c1,
c2, . . . , cK), where the total number of clusters is K. The cluster
activities are modeled by the pairwise model, denoted by
Qpair(C), regardless of the type of cluster activity used (see Esti-
mation of the hierarchical model’s parameters, Materials and
Methods). In each cluster I, there is a different number of elec-
trodes and the pattern of the electrode activity in cluster I is
denoted by XI. The electrode activity in the cluster is then mod-
eled by the pairwise model denoted by Qpair(XI). With the condi-
tional assumptions stated above, the hierarchical model Qhier(X)
is given by

Qhier(X) � Qpair(C)�
I�1

k

Qpair�XI �cI�, (10)

where Qpair(XI�cI) is the conditional probability of XI given the
cluster activity cI.

Thus, the hierarchical model assumes the short-range or local
interactions of activities at electrodes within a cluster the same
way as the original pairwise model of electrodes. In contrast, the
long-range or global interactions of activities are modeled using
the pairwise model of clusters; they can be viewed as a rather
diffuse interaction summarizing electrode-level interactions. As
mentioned above, clusters are identified by the homogeneity cri-
terion (see Clustering criterion and clustering algorithm, Mate-
rials and Methods). Based on this criterion, we applied an
iterative, backward search procedure to identify clusters. Once
clusters were identified, the hierarchical model [at both Qpair(C)
and Qpair(XI)] could be fitted with data in nearly the same man-

ner as the pairwise model. The homoge-
neity criterion identifies groups of
electrodes so that the probability of activ-
ity patterns in the group depends as little
as possible on which electrodes the activ-
ities have occurred. In perfectly homoge-
neous clusters, the probability of the
electrodes’ activities depends solely on the
overall magnitude of the cluster activity
(Fig. 2D). Among the types of cluster ac-
tivity, information about the electrodes’
activities in a cluster is minimal when us-
ing binary activity (indicates whether any
electrode is active), maximal with linear
activity (indicates the number of active
electrodes), and intermediate with log ac-
tivity (applies a logarithmic transforma-
tion of the linear activity; see Cluster
activity, Materials and Methods). Selec-
tion of the type of activity depends on the
balance between computational simplic-
ity and information-representing capac-
ity. We report the results for the simpler
binary and log cluster activity in this work,
as they were sufficient for describing the
network interactions with high accuracy.

Performance of pairwise model when
applied to small electrode ensembles
We first examined the accuracy of the
pairwise model using small electrode en-
sembles (randomly sampled 10-electrode
ensembles), largely following the ap-
proach taken in previous studies (Schnei-
dman et al., 2006; Shlens et al., 2006; Tang

et al., 2008) (see Materials and Methods). Three choices of bin
sizes were examined: 4, 10, and 20 ms; we present mainly the
results for the 20 ms bins to facilitate comparison with previous
studies (results for the other bin sizes are provided in Tables 1,
2, and 3). The accuracy of the pairwise model Qpair(X ) was
measured using the F ratio (Schneidman et al., 2003) (see
Model evaluation, Materials and Methods). The F ratio used
for Qpair(X ), or Fpair, is bounded by 0 and 1, the higher value
indicating greater accuracy. It was previously demonstrated
that the pairwise model attains a high accuracy in describing
the observed distribution P̂(X ): 0.90 – 0.99 for neural spike
activity in retina (Schneidman et al., 2006; Shlens et al., 2006),
0.85 � 0.06 for cortical spikes, and 0.93 � 0.04 for cortical
LFPs (Tang et al., 2008).

The accuracy of the pairwise model applied to nLFP peak
activities of cortical slice cultures was also quite high and was
consistent with that reported by Tang et al. (2008). As shown by
the example of a randomly selected, 10-electrode ensemble (Fig.
3A), the probabilities estimated by the pairwise model are much
closer to the equality line than those estimated by the indepen-
dent model, implying that they are nearly equal to the observed
probabilities. This observation was quantitatively confirmed
using the F ratio (e.g., Fpair � 0.938 for the data in Fig. 3A) for
all datasets (Fig. 3B). The mean of the F ratios for each dataset was
quite high, and the average for all datasets was Fpair � 0.924 � 0.030
(200 random ensembles per dataset, averaged over all 12 datasets; the
range of the mean over datasets was 0.89–0.96) (Fig. 3B).
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Figure 2. Schematics of hierarchical model. A, An example of the spatial structure of activity correlations on the array obtained
from one representative dataset. Contours indicate the correlation coefficients of array electrodes (open circles) relative to one
reference electrode (solid circle). Contours are color-coded as indicated on the right. B, Schematic of two spatial levels of activity on
the array. Left, Electrodes as the spatial units of activity. Solid circles indicate active electrodes and arrows indicate interactions
between active pairs. Right, Clusters of electrodes as the spatial units of activity. Two clusters are indicated by different shades of
gray, and arrows indicate the interaction between the clusters. C, Schematic of the hierarchical model on a nine-electrode array
with two clusters. Top layer, Array-wide global activity is represented by the cluster as the unit for interaction; long-range
correlations are described by cluster interactions (top arrow). Bottom layer, Local activity (within each cluster) is represented by
electrodes as the unit. Short-range interactions (small arrow) occur only within each cluster. Thus, electrode activity is assumed to
be independent across clusters when conditioned on cluster activity (downward arrows). D, Schematic of homogeneous property
of a cluster. When the activities are homogeneous, all patterns of activities corresponding to the same level of cluster activity occur
with the same probabilities. Therefore, probabilities do not depend on the identity of the active electrodes. Diagram illustrates all
combinations of two active electrodes (corresponding to linear cluster activity c lin � 2) for a four-electrode cluster (top), and their
equal probabilities under the homogeneity assumption (bottom).
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Hierarchical model captures network
correlations in small electrode
ensembles better than the pairwise
model
To examine the hierarchical model, we
first identified clusters of electrodes on the
entire array using our clustering criterion
and algorithm. Figure 4A shows the clus-
ters obtained on one example array. We
examined the model using 10-electrode
ensembles to allow for direct comparison
of the performance with that of the pair-
wise model applied to the same data as a
benchmark and also with previously re-
ported results of the pairwise model. Clus-
ter identity for electrodes in the 10-
electrode sample was based on clustering
obtained from the entire array, and the
hierarchical model was then fitted and
evaluated. Using 200 random ensembles
of 10 electrodes per dataset, we first ap-
plied the hierarchical model using binary
cluster activity. The hierarchical model
achieved a higher level of accuracy than
the pairwise model (Fig. 4). Figure 4B shows one example ensem-
ble for which the hierarchical model had a higher F ratio: Fhier �
0.928 compared with Fpair � 0.893 of the pairwise model. The
difference in F ratios over all ensembles (Fig. 4C) was highly
significant (paired t test, p � 1 � 10�5), with Fhier � 0.928 �
0.026 for the hierarchical model and Fpair � 0.924 � 0.030 for the
pairwise model. A comparison of the F ratios within each dataset
(Fig. 4D) revealed that the hierarchical model obtained signifi-
cantly higher F ratios for 7 of the 12 datasets, statistically equiva-
lent F ratios for two datasets, and less accurate F ratios for the
remaining three datasets (paired t test, p � 0.05). The relative
advantage of the hierarchical model was even greater for other
bin sizes (4 and 10 ms) (Table 1). Moreover, the hierarchical
model performed this well despite using significantly fewer pa-
rameters than the pairwise model (Fig. 4E), suggesting that a
hierarchical structure of interactions exists on the array.

To confirm the above observations, we performed two control
tests using the same random ensembles of 10 electrodes. In the
first test, we shuffled the clusters identified on each array by ran-
domly swapping electrodes across clusters (e.g., the correct, orig-
inal affiliation of electrode i in cluster I and electrode j in cluster J
was swapped with electrode j in cluster I and electrode i in cluster
J; all electrodes were swapped by a random permutation). Thus,
this test distorted the cluster structures originally identified on
the entire arrays, but preserved the cluster sizes (the number of
electrodes in each cluster). The hierarchical model performed
significantly worse with the shuffled clusters than with the origi-
nal clusters (paired t test, p � 1 � 10�5 for the comparison of F
ratios over all ensembles). In the second test, we ignored the clus-
ters originally identified over the entire array and instead

applied the clustering algorithm to each 10-electrode ensemble by
itself. We posited that the clusters obtained in this way, though not
random, were inferior to the original clusters because information
about electrodes outside the ensemble was not available. As ex-
pected, the clusters obtained using this approach were mostly differ-
ent from the original ones (data not shown). Again, the performance
of the hierarchical model with these clusters was significantly worse
than that of the original hierarchical model (paired t test, p � 1 �
10�5 for the comparison of F ratios). These results were the same for
all bin sizes. The findings from these two control tests suggest that the
original cluster organization identified on the whole array was essen-
tial for the high level of accuracy attained by the hierarchical model
and support the idea that a hierarchical interaction structure under-
lies the array-wide activity.

We then examined the hierarchical model using log cluster
activity of the same 10-electrode ensembles (Fig. 5). Although
binary cluster activity is the simplest measure, it contains less
information than the other measures of cluster activity (see Clus-
ter activity, Materials and Methods). Thus, we examined whether
a richer measure of cluster activity would further improve the
model’s performance. The average F ratio achieved was signifi-
cantly higher using log cluster activity (Fhier � 0.938 � 0.023;
paired t test over all ensembles against the model using binary
activity, p � 1 � 10�5) (Fig. 5). The improvement was significant
in every dataset (Fig. 5B) and the F ratio of the hierarchical model
was higher than that of the pairwise model in 10 of the 12 datasets
(paired t test, p � 0.05). The increased complexity of log cluster
activity is evident in the greater number of parameters required to
fit the model (Fig. 5C), but it is still lower than that of the 55
parameters required for the pairwise model. The increased effec-
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Figure 3. Pairwise model captures network correlations in random ensembles of 10 electrodes. A, Estimated probabilities for a
representative 10-electrode ensemble. Each point corresponds to a probability estimate for a pattern of activity X (ordinate),
plotted against empirical probabilities P̂(X ) (abscissa). The black line indicates equality. Estimates by the pairwise model (Qpair(X ),
black circles) are significantly closer to the empirical probabilities than estimates by the independent model (Qind(X ), gray circles).
B, Distributions of F ratios obtained by the pairwise model (Fpair) for each of the n � 12 datasets (200 random ensembles per
dataset; datasets ordered by mean Fpair). Boxes represent the interquartile range (lower edge is the first quartile, horizontal line is
the median, and upper edge is the third quartile), and whiskers extend from the upper and lower quartiles to indicate the sample
maximum and minimum, respectively, that are not outliers. Outliers (gray crosses) are sample values lying �1.5 times the
interquartile range lower than the first quartile or higher than the third quartile.

Table 1. Accuracy of pairwise and hierarchical models applied to 10-electrode ensembles

Bin size (ms) Fpair Fhier (bin.) Fhier (log.) Model comparisons

4 0.819 � 0.075 0.886 � 0.034 0.887 � 0.041 p � 1 � 10 �5* p � 0.22**
10 0.871 � 0.042 0.911 � 0.026 0.917 � 0.027 p � 1 � 10 �5* p � 1 � 10 �5**
20 0.924 � 0.030 0.928 � 0.026 0.938 � 0.023 p � 1 � 10 �5* p � 1 � 10 �5**

Entries indicate means � SD of F-ratios obtained with the pairwise model (Fpair ) and the hierarchical model with binary cluster activity �Fhier (bin.)	 and with log cluster activity �Fhier (log.)	. Results described in the text were obtained with
bin size � 20 ms. Model comparisons report p values of paired t test applied to the F ratios over all ensembles. *Fhier (bin.) � Fpair , **Fhier (log.) � Fhier (bin.).
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tiveness of log relative to binary cluster activity depended on the
bin size; the improvement in accuracy was smaller (but still sig-
nificant) for 10 ms bins, but not statistically significant for 4 ms
bins (Table 1). For all bin sizes, however, the hierarchical model
with log cluster activity was confirmed to be a more accurate
model of activity than the pairwise model.

Hierarchical model captures large-scale
activity patterns on electrode arrays
After determining the accuracy of the hi-
erarchical model on the 10-electrode en-
sembles and assessing the importance of
the cluster structure, we next applied the
hierarchical model to entire electrode ar-
rays. To measure the accuracy of the
model over the entire array, we used a
modified F ratio based on the observed
fractions of units active in a time bin
(Shlens et al., 2009) (see Model evalua-
tion, Materials and Methods for details).
In the hierarchical model, the fractions of
active units can be observed at two levels:
as the fractions of active clusters at the
cluster level, and as the fractions of active
electrodes at the electrode level (Fig. 6A,
an example is shown). At the cluster level,
both hierarchical models (with binary and
log cluster activity) fitted equally well with
the observed fractions of active clusters.
By comparison, the fractions of active
clusters predicted by the independent
model deviated strongly from the ob-
served fractions. This was confirmed by
examining the modified F ratio (Fc ratio)
at the cluster level. Averaged over all data-
sets, the Fc ratios of the hierarchical mod-
els with binary and log cluster activity
were 0.990 � 0.010 and 0.996 � 0.004,
respectively, and the difference between
them was not significant ( p � 0.10, paired
t test). Summary results from all datasets
at the cluster level are shown in Figure 6B
(left panel; for log cluster activity only).

At the electrode level, the performance
of the hierarchical model using log cluster
activity captured most neural correlations
in our datasets (Fig. 6, right panels). As
expected, the fitted independent model
deviated strongly from the observed frac-
tions. The hierarchical model performed
well using log cluster activity, but not as
well with binary cluster activity. The use of
binary cluster activity tended to underes-
timate the probabilities of large activities,
whereas the use of log cluster activity ac-
curately predicted all but the very largest
fractions. This observation was quantita-
tively verified using the modified F ratio
(Fe ratio) at the electrode level. Averaged
over all datasets, the Fe ratio was 0.996 �
0.004 for log cluster activity and only
0.972 � 0.015 for binary cluster activity
(the Fe ratio for log cluster activity being
significantly more accurate than the Fe ra-

tio for binary cluster activity; p � 0.01, paired t test). The degree
of accuracy achieved was comparable to that previously reported
(Shlens et al., 2009), where a pairwise-adjacent model achieved
98 –99% accuracy for spike activity in the primate retina. Sum-
mary results for all 12 datasets (Fig. 6B, right panel) confirmed
that the hierarchical model using log cluster activity accurately
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Figure 4. Hierarchical model using binary cluster activity was more accurate than the pairwise model at predicting activity
probabilities in 10-electrode ensembles. A, Spatial distribution of color-coded clusters on the 8 � 8 MEA for one dataset (here the
superficial-to-deep layers in cortical structure approximately correspond to the upper-to-lower rows in the MEA). Missing elec-
trodes did not have significant nLFP peak activity and were not considered for analysis. Uncolored electrodes were not included in
a cluster (see Materials and Methods). B, Estimated probabilities for a 10-electrode ensemble. Each point corresponds to a prob-
ability estimate for a pattern of activity X (ordinate) plotted against empirical probabilities P̂(X ) (abscissa). Predictions by the
hierarchical model Qhier(X ) (black circles, Fhier � 0.928) are better than predictions by the pairwise model Qpair(X ) (gray circles,
Fpair � 0.893) for large patterns (patterns of smaller probabilities). The solid line indicates equality. C, Overall results from 12
datasets (200 ensembles per dataset). Each point corresponds to the F ratio of the full pairwise model (Fpair) and the hierarchical
model (Fhier) for one ensemble. D, Model comparison in each dataset by the fraction of F ratios Fhier/Fpair (datasets ordered by
increasing mean fractions). Distributions are depicted in the same box plot format as those in Figure 3B. The hierarchical model had
greater accuracy for most datasets (fraction � 1). In the dataset in which the hierarchical model had the worst performance, it still
obtained at least 95% of the accuracy of the pairwise model on average. E, Breakdown of results by the number of clusters in the
hierarchical model. Bottom, The number of parameters in the hierarchical model varied with the number of clusters; error bars are
�SD at each cluster count; the pairwise model required 55 parameters (dashed line). Top, The accuracy of the hierarchical model
(Fhier) increased with an increase in the number of clusters. Note that the accuracy increased from two to four clusters despite the
decrease in the number of parameters. The dashed line indicates the mean accuracy of the pairwise model (Fpair), shaded region
indicates the mean � SD. Results pooled from 12 datasets (200 ensembles per dataset).
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predicted the fraction of observed active electrodes. Changing the
bin size from 20 to 10 or 4 ms did not significantly affect the
results (Tables 2 and 3). These results confirmed the effectiveness
of the hierarchical model in capturing the large-scale activity ob-
served on the arrays and suggested that log cluster activity is
better suited for large-scale datasets.

Structure captured by the hierarchical model
We analyzed the interaction structures and properties of the data-
sets revealed by applying the hierarchical model to an entire array
(Fig. 7). The results reported below (bin size � 20 ms) are similar
to those for 4 and 10 ms bin sizes (data not shown). The clusters
identified by the clustering algorithm tended to cover spatially
contiguous areas on the array. Indeed, by comparing the distri-
butions of spatial distances for electrode pairs in the same and in
different clusters (Fig. 7A), we found that electrodes in the same
cluster were located significantly closer to each other on the array

than electrodes in different clusters (Kolmogorov–Smirnov test,
p � 1 � 10�5; distributions pooled from 12 datasets). Further-
more, the activities of electrode pairs in the same cluster tended to
be more strongly correlated than those of electrode pairs across
clusters, as shown by the respective distributions of correlation
coefficients in Figure 7B (Kolmogorov–Smirnov test, p � 1 �
10�5; pooled distributions). Note that this is a nontrivial charac-
teristic of the activities within clusters (see Discussion).

We then investigated the characteristics of cluster interac-
tions. There was a consistent relationship of cluster interaction
with distance between clusters, examined two ways (see Evaluat-
ing the cluster-level interactions using the electrode-level, pair-
wise interactions, Materials and Methods). First, cluster pairs
were classified as “adjacent” if at least one electrode from one
cluster was adjacent to another electrode in the other cluster;
otherwise, the cluster pair was classified as “nonadjacent.” For
both binary (data not shown) and log cluster activity (Fig. 7C),
cluster interactions were significantly higher for adjacent clusters
than for the nonadjacent clusters (Mann–Whitney U test, p �
0.001; pooled distributions). Second, the physical distances be-
tween the clusters’ centers of mass (i.e., average location of mem-
ber electrodes on the array) were computed and correlated
against cluster interactions over all datasets. Cluster interactions
were significantly anticorrelated with the distances between the
centers of mass for both binary (Pearson’s r � �0.58, p � 0.01)
and log (Pearson’s r � �0.29, p � 0.01) cluster activity (data not
shown). Finally, we examined how cluster interactions might be
seen as electrode-level, pairwise interactions across clusters if the
pairwise model was fitted to the same dataset. For this purpose,
we obtained the weighted mean of cluster interaction terms for
each cluster pair (see Evaluating the cluster-level interactions us-
ing the electrode-level, pairwise interactions, Materials and
Methods). For the fit of the pairwise model on the entire array, we
substituted ensemble averages for the electrode-level pairwise in-
teractions. Using these estimates, we obtained their mean and
maximum values across each cluster pair. We then compared
the weighted mean of the cluster interaction with the mean and
maximum values of the electrode-level interactions. The cluster-
level interactions tended to be proportional to the maximum
electrode-level interactions across the two clusters. Only the
maximum electrode-level interaction was consistently and signif-

Table 2. Accuracy of hierarchical model applied to whole electrode arrays at the
cluster level

Bin size (ms) Binary Log Model comparison*

4 0.970 � 0.026 0.983 � 0.014 p � 0.17
10 0.993 � 0.008 0.993 � 0.007 p � 0.29
20 0.990 � 0.010 0.996 � 0.004 p � 0.10

Entries indicate means � SD of the modified F ratios obtained with the hierarchical model using binary and log
cluster activities. F ratios reflect the difference between empirical and model distributions of the ratios of active
clusters in a sample. Results described in the text were obtained with bin size � 20 ms. Model comparisons report
p values of paired t test applied to the F ratios over all datasets. *Log � binary.

Table 3. Accuracy of hierarchical model with log cluster activity applied to whole
electrode arrays at the electrode level

Bin size (ms) Binary Log Model comparison*

4 0.979 � 0.012 0.990 � 0.005 p � 0.01
10 0.975 � 0.011 0.994 � 0.006 p � 0.01
20 0.972 � 0.015 0.996 � 0.004 p � 0.01

Entries indicate means � SD of F ratios obtained with the hierarchical model using binary and log cluster activities.
F ratios reflect the difference between empirical and model distributions of the ratio of active electrodes in a sample.
Results described in the text were obtained with bin size � 20 ms. Model comparisons report p values of paired t test
applied to the F ratios over all datasets. *Log � binary.
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icantly correlated to the cluster-level interaction for both binary
(data not shown) and log cluster activity (Fig. 7D). The Pearson
correlation between maximum electrode-level interaction and ei-
ther the binary or log cluster-level interaction (Fig. 7D) was r � 0.46
( p � 1 � 10�5), whereas for mean electrode-level interactions,
the correlations were r � 0.09 ( p � 0.18) and r � �0.12 ( p �
0.12) for the binary and log cluster interactions, respectively.

Discussion
We introduced a hierarchical model for describing neuronal ac-
tivities that identifies appropriate units of interactions at differ-
ent scales: at the level of single electrodes and at electrode clusters.
Using the hierarchical model, we analyzed spontaneous nLFP
peak activities in cortical organotypic slice cultures. By identify-
ing clusters as substructures of the network interaction, the hier-
archical model, despite its relative parsimony, performed better
than the pairwise model with 10-electrode ensembles. Further-
more, the hierarchical model accurately predicted the frequency
of correlated activities at both the electrode and cluster levels for
the entire array. These results suggest that the hierarchical model
taps into the appropriate interaction structure of the underlying
network through the identified clusters.

Characteristics of clusters and cluster-level interactions
The nLFP peak activities at electrodes within each cluster were
highly correlated (Fig. 7B) and spatially clustered (Fig. 7A), often
covering spatially contiguous areas on the array (Fig. 4A). These

characteristics were not direct conse-
quences of our clustering criterion—the
homogeneity criterion. Homogeneity
does not necessarily imply correlation;
e.g., a cluster of electrodes in which all ac-
tivities with the same firing rates are sta-
tistically independent from one another is
a perfectly homogeneous cluster. Thus,
the characteristics of the clusters represent
the specific nature of the spontaneous
nLFP peak activities. One important ques-
tion remains: what neural substrates un-
derlie our identified clusters? Based on
visual inspection of the spatially contigu-
ous clusters, we speculate that the clusters
correspond to the underlying cortical
layer structure (Fig. 4A). Although very
appealing, confirmation of this specula-
tion requires application of the hierarchi-
cal model to datasets with more detailed
anatomical information than those used
in the current analysis.

The criterion used to identify the clus-
ters was homogeneity within a cluster
(homogeneous activities at electrodes
within a cluster); this criterion does not
ensure homogeneity of interactions across
clusters. Homogeneity in cross-cluster
electrode-level interactions, however, is
also needed so that the interactions can be
properly abstracted as cluster-level inter-
actions, and the models consequently fit
the datasets well (see below and Appen-
dix). Therefore, the high degree of accu-
racy attained by the model suggests a
specific feature of the interactions of nLFP
peak activities in our datasets; internally

homogeneous clusters tend to interact homogeneously with each
other. Improving the identification of the clusters by taking into
account interactions not only within, but also across, clusters
may improve the applicability of the hierarchical model to other
types of datasets.

Cluster interactions can be viewed as a summary of long-range
interactions of activities at electrodes. Using clusters as an addi-
tional unit, the hierarchical model captures long-range interac-
tions as rather diffuse interactions between clusters. This notion
of the hierarchical model’s long-range interactions is broadly
consistent with the conventional understanding that nLFP peaks
are indicative of collective neural activity around the recording
electrode (Jimbo and Robinson, 2000; Bédard et al., 2004). nLFP
peaks correlate with multiunit spike activities recorded from the
same electrode, both in vitro (Gireesh and Plenz, 2008) and in
vivo (Rasch et al., 2008; Petermann et al., 2009). Accordingly, the
interactions among long-range LFP peak activities may not be
point-wise between electrode-level interactions (i.e., pairwise in-
teractions), but may rather be mediated via a variety of diffuse
interactions among the underlying neural activities.

Relationship of cluster-level interactions to
electrode-level interactions
One might view the hierarchical model as a further simplification
of the pairwise model because the pairwise model is still used at
the electrode and cluster levels. This view, however, misses an
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important point; the hierarchical model is
not a subclass, and therefore not just a
simplification, of the pairwise model. The
assumed underlying interaction structure
differs significantly between models:
cluster-level pairwise interactions include
higher-than-pairwise-order interactions
at the electrode level that do not exist in
the original pairwise model. The hierar-
chical model uses upper-level (cluster)
interactions to characterize whole combi-
nations of interactions at the lower (elec-
trode) level. An upper-level interaction
between two upper-level elements medi-
ates all the interactions between the corre-
sponding two sets of lower-level elements.
This induces higher-order interactions at
the lower level. This conceptual explana-
tion can be easily transformed into, and
thus clarified by, mathematical formula-
tions (see Appendix). Thus, the instanta-
neous interactions of nLFP peak activities
in our datasets can also be considered to
use higher-than-pairwise-order terms for
long-range interactions. The high accu-
racy of the hierarchical model leads to
an intriguing question: what kinds of
higher-order interactions at the elec-
trode level are driving the overall net-
work interactions? We plan future
investigations to answer this important
question.

In a broader context, we propose that
identifying the appropriate units for in-
teractions is essential for simplifying the description of network
interactions. The units of interaction should match the interac-
tion structure of the underlying networks under investigation.
For each neural system under investigation, a model of appropri-
ate interaction structures with appropriate units must be devel-
oped by comparing alternative models. Each model represents a
class of assumed interaction structures. When the assumed struc-
ture better matches the underlying structure, a model with even a
smaller number of parameters may more faithfully reflect the
underlying structure, and thus fit the data better than a model
with a larger number of parameters. In our case, the hierarchical
organization with the additional larger-scale unit, despite its rel-
ative parsimony, led to greater accuracy than the pairwise model
alone. This suggests that the hierarchical model fits the underly-
ing network structure better than the full pairwise model. How-
ever, this might not be the case in other systems. For example, a
simpler subclass of pairwise models, the adjacent–pairwise
model, can describe the activities of ON–OFF parasol retinal gan-
glion cells almost as well as the original full pairwise model
(Shlens et al., 2006, 2009), indicating that the adjacent–pairwise
model may better correspond to the interaction structures un-
derlying the retinal activities. For this kind of interaction struc-
ture, the hierarchical model might not be as accurate as either the
pairwise or adjacent–pairwise models. In contrast, for the type of
structure examined in our datasets, the hierarchical model was
more accurate than the entire class of pairwise models (Figs. 3, 4).

Computationally, diffuse higher-order terms for long-range
interactions may allow for a more robust but less specific com-
munication between the different clusters. This robustness may

help to establish specific kinds of synchronized neural patterns
theorized, such as cell assemblies (Abeles, 1991; Diesmann et al.,
1999; Plenz and Thiagarajan, 2007; Teramae and Fukai, 2007).
The information carried by these higher-order terms might be
significant, even if their numbers or magnitudes are relatively
small (Bezzi et al., 2002; Nakahara and Amari, 2002). In the
present study, the hierarchical interactions were studied by using
bin sizes ranging from 4 to 20 ms and by treating the nLFP peaks
in the same bin as instantaneous. Thus, the very nature of the
interactions looks spatial rather than temporal. Studies on neu-
ronal avalanches, however, have also shown that the propagation
of synchronized activity as reflected in successive nLFPs on the
array is rather rapid (Beggs and Plenz, 2003; Gireesh and Plenz,
2008); many avalanches are shorter than 10 –20 ms at the inter-
electrode distance of 200 �m. Thus, for instance, using 20 ms bin
size, the hierarchical interactions captured by the present study
also contain the mapping of these spatiotemporal cascades into
their corresponding spatial patterns. This interpretation is sup-
ported by the improved accuracy at lower temporal resolutions
(Table 1). In general, we expect that in the temporal domain,
different forms of dynamic attractors may contribute to com-
putations of neural activities such as cortical and hippocampal
activities (Miyashita, 2004; Machens et al., 2005; Wills et al.,
2005; Jones et al., 2007; Akrami et al., 2009; Mongillo et al.,
2008; Wang, 2008). Once the hierarchical model is extended to
the temporal domain, it will help to identify what form of
temporal higher-order interactions exists and thus reveal what
type of attractors might exist in the neural system under in-
vestigation (see below).
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Characteristics of hierarchical model
The hierarchical model using either binary or log cluster activity
significantly decreases the number of model parameters com-
pared with the pairwise model, offering a potentially strong ad-
vantage for applying it to large-scale datasets. When applicable,
binary activity is most preferable because of its simplicity and
scalability. At the level of 10 electrodes, the hierarchical model
with binary activity performed better than the pairwise model
(Table 1). When the dataset was enlarged to a whole array (�60
electrodes), log activity was required to sufficiently describe the
activities in our datasets (Table 3). Whether the log cluster ac-
tivity can accommodate even larger datasets remains to be
examined. One potential concern is that log cluster activity
increases the structural dimensionality of the model, but this
effect was negligible in the current datasets. Using the total
number of parameters of the pairwise model as a reference in
each dataset (e.g., for 60 electrodes, the pairwise model re-
quires 1830 parameters for all first- and second-order terms),
with binary cluster activity, the hierarchical model required an
average of 24.8% of the parameters in the reference, and only
32.9% using log cluster activity. Thus, using log cluster activity
only modestly increased the number of parameters required.

Roudi et al. (2009) cautioned that the results of the pairwise
model applied to a smaller number of elements may not be straight-
forwardly extrapolated to a larger number of elements; the pairwise
model’s performance can significantly deteriorate as the number of
elements increases. This issue is strongly related to the intrinsic
nature of the pairwise model, in which the number of param-
eters rapidly increases relative to the number of interacting ele-
ments. The hierarchical model may be resilient to such a
deterioration due to its hierarchical and parsimonious use of
pairwise interactions, akin to the adjacent–pairwise model, as
discussed by Roudi et al. (2009). Further studies are needed to
clarify this issue.

The current hierarchical model discards the nLFP peak ampli-
tudes, thereby treating the peaks as binary variables. This ap-
proach significantly simplifies the model’s complexity (e.g., the
number of parameters) for both hierarchical and original pair-
wise models, thereby making their applications to the data man-
ageable. Studies on neural avalanches have shown that the nLFP
peaks amplitudes correlate with the size of the locally active neu-
ronal group. Importantly, though, the essential statistical prop-
erties of avalanches (e.g., the power law in avalanche size
distribution and the lifetime of size distributions) are scale-
invariant to the amplitude threshold used to identify nLFP peaks
(Petermann et al., 2009). Such scale-invariance supports the cur-
rent treatment of nLFPs as binarized variables. To include the
amplitudes in future analysis, hierarchical models can treat them
as m-discrete different levels and use an m-size-alphabet pairwise
model (Amari, 2001; Ince et al., 2009). Such models, however,
have a considerably increased complexity. The technique using
the log scale with the floor function, as in the present study, helps
to suppress the increase in complexity. Whether inclusion of am-
plitude information leads to better characterization of the inter-
action structure and whether the model’s increased complexity
can still be managed under the usual sample number limitation
remain to be examined.

Temporal correlations or interactions are certainly of great
interest to us for future studies. The datasets we investigated in
the present study contained rich spatiotemporal interactions, i.e.,
neuronal avalanches (Beggs and Plenz, 2003, 2004; Gireesh and
Plenz, 2008; Stewart and Plenz, 2008; Petermann et al., 2009).
Analyzing similar datasets by using pairwise models, Tang et al.

(2008) suggested that incorporating temporal correlations is
needed to provide a full description of spatiotemporal activity
patterns by the pairwise models. Given the hierarchical mod-
el’s high accuracy for instantaneous activity even for the whole
array, there are several potential merits for extending it into
the temporal domain, and a simple extension should be
straightforward and easy to implement. Such a temporal hier-
archical model would provide the same simplicity and might
be more accurate than a simple temporal pairwise model, par-
ticularly if the temporal long-range interactions are diffuse.
Future studies will investigate how temporal interactions, in-
cluding higher-order interactions, and the spatial interactions
examined in the present study constitute the spatiotemporal
dynamics.

Appendix
Higher-order interactions in the hierarchical model
Using an example, we demonstrate here the relationship between
the hierarchical model and higher-order interaction terms. The
hierarchical model in its original construction treats interactions
separately at two levels: electrodes and clusters. Here we show
how the interactions at the two levels can be mapped together
onto the electrode-level interactions, which reveals the presence
of higher-order interaction terms. For this demonstration, we use
log-linear or information geometric (IG) coordinates (Nakahara
and Amari, 2002) with the simplest example being the case of
three elements or electrodes: x � (x1, x2, x3). The intrinsic dimen-
sionality of this full probability distribution is 7, as there are a
total of 8 possible patterns, and the summation of probabilities of
all patterns is 1, which eliminates one of the eight dimensions
(Nakahara and Amari, 2002). The full-dimensional probability is
given using IG coordinates by

log P�X) � �1x1 � �2x2 � �3x3 � �12x1x2 � �23x2x3 � �13x1x3

� �123x1x2x3 � �, (11)

where �i, �ij, and �ijk are the first, second, and third-order coeffi-
cients, respectively, of the log-linear model, and � is the normaliza-
tion term. In contrast, the pairwise model in this case is given by

log Qpair�X) � �1x1 � �2x2 � �3x3 � �12x1x2 � �23x2x3

� �13x1x3 � �. (12)

A comparison of these two equations demonstrates that the pair-
wise model does not include the third-order interaction term
�123. For example, let us examine the hierarchical model with
linear cluster activity, where two homogeneous clusters are as-
sumed: one is composed of (x1, x2) and the other is x3 itself. The
probability distribution of this hierarchical model is given by

Qhier(X) � Qpair(c1, c2)Qpair(x1, x2�c1)Qpair(x3 �c2)

�
Qpair(x1 � x2, x3)Qpair(x1, x2)

P�x1 � x2�
, (13)

where c1 � x1 
 x2 and c2 � x3. The interaction terms of Qhier can
be revealed by representing it as

log Qhier(X) � log Qpair(x1 � x2, x3) � log Qpair (x1, x2)

� log P(x1 � x2). (14)

On the right-hand side, using the symmetry of x1 and x2, we can
expand two probabilities as
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log P(x1 � x2) � �1�x1 � x2� � �12 x1x2 � � (15)

and

log Qpair�x1 � x2, x3� � �1��x1 � x2� � �3�x3 � �12� x1x2

� �13� �x1 � x2�x3 � �123� x1x2x3���. (16)

As this second probability includes the third-order interaction
term �123� , we conclude that the hierarchical model also includes
the third-order term. The model’s structural dimensionality is
the same as that of the pairwise model (6 in this example; see
Cluster activity, Materials and Methods). This is easily confirmed
by Equations 14 –16 along with the fact that Qpair(x1, x2) contains
only first- and second-order terms. The same structural dimen-
sionality is achieved by the hierarchical model, despite the inclu-
sion of the third-order term, because of the symmetry of the
interaction between the two clusters (e.g., in the case of Equation
16, the two pairwise interactions for x1x3 and x2x3 are assumed to
be the same). Also, once Qhier is expressed as in the right-hand
side of Equation 14, it is obvious that the dual coordinates using
the expectation parameters can also represent the hierarchical
model, implying that it is possible to cast the hierarchical model
in a maximum entropy formulation (Amari, 2001, 2003; Naka-
hara and Amari, 2002).

The hierarchical model with the binary cluster activity is sim-
ilarly derived; the cluster variable is now represented by c1 � x1 
x2, and  denotes the binary “OR” function. Then the model is
given by

Qhier�X� �
Qpair�x1  x2, x3�Qpair�x1, x2�

P�x1  x2�
, (17)

and the component probabilities are expanded as

log P�x1  x2� � �1�x1�1 � x2� � �1 � x1�x2 � x1x2	 � �
� �1�x1 � x2 � x1x2� � �

(18)

and

log Qpair�x1  x2, x3� � �1�x1 � x2 � x1x2� � �3x3

� �13�x1x3 � x2x3 � x1x2x3� � �. (19)

Compared with their expansions for linear activity (Equations 15
and 16, respectively), one can see that the number of coefficients
has been reduced [the structural dimensionality of model Qhi-

er(X) is now 5]. Notably, the third-order interaction term for
x1x2x3 (i.e., �13 in Equation 19) still exists, but is now set equal to
the two other pairwise interaction terms for x1x3 and x2x3. Thus,
the hierarchical model with binary activity still explicitly contains
a higher order term than the pairwise model (second-order), but
its dimensionality is effectively reduced, imposing additional
constraints on the relationship of the higher-order interaction
terms to the lower-order terms (first- and second-order terms).
Finally, although the reduction in dimensionality achieved by
using the binary activity is small in this example, it should be
noted that this is only due to the simplicity of the example; the
reduction would be proportionally greater with increasing cluster
sizes.
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