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Natural organisms navigate a world in constant flux and are frequently confronted with sensory ambiguity and shifting goals. While
biological systems can adapt rapidly to navigate in novel and nonstationary environments, this challenge remains a significant hurdle
for artificial intelligence. In this review, we examine recent progress in understanding neurobiological systems that allow for adap-
tive, efficient spatial and abstract navigation in dynamic environments and how these observations have informed new developments
for the same behavior in machines. We highlight how predictive learning serves as a unifying framework to describe the organization
of neural activity across distributed systems for navigation, including the hippocampal formation, parietal cortex, and higher-order
associative structures. Specifically, we explore how such neurobiological systems encode expected future states, dynamic target tra-
jectories, action plans, and internal behavioral strategies. Finally, we contrast the diffuse, inefficient exploration of canonical arti-
ficial agents with the structured, efficient control policies for goal-directed navigation observed in natural organisms. By grounding
learning in the interplay between action, prediction, and natural behavioral statistics, navigation provides a roadmap for building
resilient, neurobiologically inspired continual learning in artificial agents.
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Introduction interference and loss of plasticity (McCloskey and Cohen, 1989;
McClelland et al.,, 1995; Dohare et al., 2024). While attention
and progress with these challenges have grown, there remains
no consensus on how to build artificial systems that continue to
learn and remember in a changing environment. A number of
groups have suggested that the gap between biological and artificial
intelligence (AI) to learn continually could be closed through a
deeper understanding of how animals learn and remember and
the inextricable link between adaptive neural coding in the brain
and behavior (Flesch et al., 2023; Zador et al., 2023; Mathis, 2026).

While any naturalistic behavior might demand continual

Natural organisms learn in a world that continues to change
throughout their lifetime, and survival demands adaptation of
knowledge and behavior in the face of such change. Sensory obser-
vations in natural environments are often ambiguous and shaped
by unobserved variables that are in constant flux. Learning further
requires organisms to decrease their uncertainty about the envi-
ronment through interaction (Meister, 2022; Vanchurin et al,
2022) and to remember how to act from prior experience.

This challenge is often referred to as the continual learning
problem, wherein an organism or agent is required to learn and } y 1 - -
remember in a changing or nonstationary world. While biological learn.mg, navigation offers an example .crlt}cal for survival (e.g.
intelligence has evolved to survive and thrive in nonstationary locating food, shelter, or threats). Navigation tasks are learned
environments, artificial systems struggle to learn, remember, and rapidly across species, even when spaces are large and complex,

adapt to change, likely due to a combination of catastrophic and natural organisms can rapidly adapt their behavior to chang-
ing environments and goals, often with one- or few-shot learning
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In this review, we discuss recent findings on the neural sys-
tems and adaptive behavior in animals and agents learning to
navigate in a changing world. Specifically, the ability of natural
organisms to acquire new information during navigation while
preserving prior knowledge is likely supported through interac-
tions across brain systems for rapid acquisition of and transfer
of structural knowledge, action planning, coordinate transforma-
tion, and flexible switching between behavioral policies. A com-
mon theme emerging in this research, which builds on theoretical
foundations of predictive and efficient coding (Barlow, 1961;
Tishby et al., 1999; Palmer et al.,, 2015; Chalk et al., 2018), is
that animals learn to predict changes in the environment that
relate their actions to sensory observations, and this prediction
is reflected in neural coding schemes across systems known to
have a causal role in navigation, learning, and memory. Based
on these observations, we suggest the spatiotemporal structure
of neural coding in higher-order brain systems reflects changing
observations of the environment that organisms actively predict.
The neural encoding of predictions is expressed in the local, pre-
dictive representation of environment structure that emerges
during navigation and nonlocal trajectories through navigable
space during action planning. From this perspective, behavior
(action) takes a central role in shaping neural representation
and highlights a present gap in our understanding of comparative
behavior in artificial and biological agents in common task
spaces. Namely, animals demonstrate structured, efficient explo-
ration, learning, and knowledge transfer that canonical artificial
agents often do not show or have yet to be examined in analogous
tasks. In pursuing a deeper understanding of how biological
intelligence addresses the need to navigate in a changing world,
we consider how these developments might shape the future of
intelligence research.

Learning Structured Representations of Changing

Environments: The Power of Prediction
Predictive learning has long been used as a theoretical framework
to explain and model intelligent behavior in natural organisms
and artificial agents. Evidence for learning with temporal predic-
tion errors, from rewards to high-dimensional sensory observa-
tions, has been observed in brain systems across diverse
species. The differences between the role of distinct brain systems
in predictive learning might largely be explained by what a sys-
tem cares to predict: while distributions of reward prediction
errors have been used to describe dopamine neuronal population
activity (Schultz et al., 1997; Dabney et al., 2020; Masset et al.,
2025; but see also Coddington et al., 2023; Grima et al., 2026),
self-supervised predictions from visual observations can account
for learning in the visual cortex (Bakhtiari et al., 2021; Nejad et
al., 2025). At the single-neuron level, prediction has been
suggested as a normative model of learning to minimize the
metabolic cost of neuronal activity (Luczak et al, 2022).
Importantly, the type of predictive learning observed across
brain systems and tasks likely differs based on the computa-
tional problem to be addressed, from learning signals to the
timescales of prediction. While a complete review of predictive
learning and computation is beyond the scope of this article, we
focus here on several models of predictive learning that account
for neural activity observed in several brain systems in the nav-
igation setting.

To know where she is and where she is going in the world, a
navigator must integrate available sensory observations (vision,
audition, and idiothetic cues) to infer her sense of space. To do
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so, the brain has been classically thought to build cognitive
maps that reflect the spatiotemporal structure of the environ-
ment and one’s location within it (O’Keefe and Nadel, 1978).
From place to head direction and grid cells, the neurobiological
instantiation of cognitive maps involves at least the hippocampal
formation and connected thalamic and associative cortical net-
works (Moser et al., 2017). While a large body of research has
characterized the formation and adaptation of cognitive maps
in a number of model organisms, recent theoretical work has
begun to unify a broad range of observations across these brain
systems using predictive learning rules in artificial agents
(Whittington et al., 2022).

While cognitive mapping in the hippocampus has been a cen-
tral focus of modeling in navigation and memory since the dis-
covery of place cells, earlier computational models used
bespoke, hardwired networks to explain patterns observed in
hippocampal place cells and entorhinal grid cells (Samsonovich
and McNaughton, 1997; Hartley et al., 2000; Barry et al., 2006;
Solstad et al., 2006), and thus such models did not learn. These
influential models of cognitive mapping were often agnostic on
the known role of the hippocampus in memory, while models
of memory did not account for cognitive maps per se
(McClelland et al., 1995; O’Reilly and Rudy, 2001; O’Reilly and
Norman, 2002). Today, this theoretical division has begun to
close with the application of learning algorithms that instead sug-
gest the hippocampus encodes a predictive internal model of the
world that links together observations of both spatial and non-
spatial variables (Stachenfeld et al., 2017; George et al., 2021;
Whittington et al., 2022; Carvalho et al., 2024; Levenstein et al.,
2024; de Cothi et al., 2026).

A growing number of theoretical models have recently been
proposed to account for neural coding observed in the hippo-
campal formation and connected brain systems (Stachenfeld et
al., 2017; Whittington et al, 2020; George et al, 2021;
Levenstein et al., 2024). At a high level, these models can learn
to represent the structure of navigable task space, either physical
or abstract, using predictive learning rules conditioned on
observed state relationships in the environment. One popular
example is the successor representation (SR), which was formal-
ized in the field of computational reinforcement learning (RL;
Dayan, 1993; Stachenfeld et al., 2017; de Cothi and Barry,
2020). In the RL framework (Dayan, 1993; Sutton and Barto,
2018), the SR encodes observed states in the environment (e.g.,
location) as the expected future states conditioned on the beha-
vior of the agent or animal (Carvalho et al., 2024). The SR thus
predicts future observations are likely to follow nearby in time
based on the current state of an agent. The states need not be spa-
tial but could be construed from any observations the agent or
organism makes. In this type of predictive representation, each
local, observed state contains predictive information about likely
future states. Prima facie, state representations of the SR resemble
place fields of principal neurons in the hippocampus
(Stachenfeld et al., 2017). The SR also predicts a wide range of
observations in nonspatial memory tasks, and its eigenvectors
produce grid representations akin to those in the entorhinal cor-
tex (Stachenfeld et al., 2017; Gershman, 2018). Furthermore, dur-
ing goal-directed behavior in environments of changing shape,
humans and rodents learn trajectories that are similar to artificial
agents using an instantiation of the SR (Momennejad et al., 2017;
de Cothi et al,, 2022). Until recently, however, there were no
direct comparisons of the SR to neural representations in the hip-
pocampal formation, and direct empirical evaluations of its neu-
ral predictions have been lacking.
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To address this gap, Lee et al. (2025) developed an approach
with high-yield neural recording in freely behaving mice to
directly compare neural representations in hippocampal subre-
gion CA1 to theoretical model predictions of cognitive (or pre-
dictive) maps (see also Maisson et al, 2022). Using a
geometrically changing environment, they first identified a reli-
able pattern of spatial mapping and remapping in CAl. To do
so, Lee et al. (2025) leveraged a representational similarity-based
approach to compare the structure of spatial mapping and
remapping at the population-level in CAl across animals
and found that geometric changes drive a reliable pattern
of remapping at the population-level in CAl. Next, they
generated model predictions using true animal trajectories to
learn successor features (SFs) from neurobiological inputs (de
Cothi and Barry, 2020) and directly compared representations
of SFs to those observed in CAl. Their results revealed that a
specific range of model parameters accurately predicted the rep-
resentations of CA1 populations in a geometrically changing
environment.

Notably, there are several limitations of SR and SF models to
explain neural representations; namely, they often assume preex-
isting localization (e.g., x—y state in an environment, direct place
cell or boundary-vector cell inputs), discrete state spaces, or
observability of environments not available to natural organisms.
In recent work, Gomez et al. (2025) addressed these limitations
using predictive learning in a neural network model from ego-
centric visual observations similar to those available to navigating
animals. Specifically, this model learns to approximate eigenvec-
tors of the graph Laplacian, which are equivalent to the eigenvec-
tors of the SR and show grid-like representations akin to the
entorhinal cortex, using an augmented Lagrangian Laplacian
learning objective (ALLO; Machado et al., 2017; Gomez et al,,
2024, 2025). More intuitively, the ALLO learning objective
maps temporally adjacent sensory observations onto nearby
states. In this sense, space is represented as a sequence of latent
states, which is conceptually similar to recent alternative models
for latent sequence representation (George et al., 2021; Raju et al.,

Figure 1.
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Navigating a changing world, with changing goals. A, The diagram illustrates an example of a rodent navigating to pursue prey (an insect) in a natural environment and later
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2024). As described in Gomez et al. (2025), while the output of
this model produces grid representations, the upstream represen-
tations in the neural network sequentially represent geometric
and place-coding observed in the hippocampal system, matching
the sequential representations suggested in earlier models of cog-
nitive mapping (Barry et al., 2006; de Cothi and Barry, 2020).
When they directly compared spatial representations from place-
coding layers of the ALLO model to CA1 representations in Lee
etal. (2025), they observed a close correspondence between these
representations that could be learned directly from high-
dimensional sensory observations in a geometrically changing
environment. Importantly, this model could take any sensory
observations and infer the predictive structure of the environ-
ment and thus offers a more generalized approach to representa-
tion learning based on the SR in both spatial and nonspatial
settings.

These findings highlight the recent progress made in describ-
ing how the brain learns representations of changing environ-
ments through predictive learning of environmental structure
(Gomez et al., 2025). When environmental structure changes,
these representations adapt similarly to predictive neural repre-
sentations of environmental structure observed in the hippo-
campus. Importantly, such flexible representations could
significantly improve the ability of agents to transfer knowledge
when environmental structure changes (Fig. 1B) and aid in the
ability of animals to continue to learn in nonstationary settings
wherein a model of the environmental structure does not have
to be relearned but can instead be remapped similar to natural
organisms. While a variety of conceptually related models that
leverage different approaches for predictive learning of environ-
mental structure have been described (Whittington et al., 2020;
George et al,, 2021; Levenstein et al., 2024), it remains unclear
to what extent these models differ in the representations they
learn in common task spaces, which should be explored in future
work. However, these models do not presently address how the
brain might relate actions to goals of the organism or agent. In
natural environments, goal structure is often nonstationary
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avoiding predation (from an overhead bird of prey). B, In such environments, features such as landmarks used for navigation are subject to change with time (e.g., a growing tree with a fallen
branch), which can be represented through updates to structural knowledge of the environment. The goals of the organism are also highly dynamic and must switch from moment to moment in
order to survive, such as between pursuit and avoidance, and require dynamic switching between the goals and policy of the navigator. To do so, the animal must infer their relationships
between themselves and the environment (egocentric framing) and between features of the environment (allocentric framing) from available senses, necessitating action and coordinate trans-
formation. An efficient strategy to adaptively navigate in this nonstationary setting is to construct sequences of actions between inferred states that can be rapidly updated according to the goals

and policy of the navigator.
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(Fig. 1B), such as during avoidance of threats, pursuit of prey or
food caches, and adaptation to changing environmental condi-
tions. To address these important gaps, new findings across sev-
eral groups have begun to uncover how the neural
representations in the brain enable organisms to pursue changing
goals during navigation and how similar representations can be
learned in machines.

Learning to Predict Dynamic Goals in Brains and

Machines
As discussed, considerable evidence indicates that the hippocam-
pus can learn a predictive map of the physical environment. Yet
intelligent behavior also requires predicting features of the envi-
ronment that change or move and using these predictions to
guide behavior. How does the brain make predictions about
dynamic features of the world? Doing so poses a spatial transfor-
mation problem (Fig. 1B): an animal must track a moving target
relative to its own body (egocentrically) while anchoring its pre-
dictions in the stable coordinates of the world (allocentrically).
A long line of work has used predictive models to describe
animal behavior during prey capture and escape, where many
species adopt strategies consistent with internal models rather
than purely reactive control (Ghose et al., 2006; Mischiati et al.,
2015; Brighton et al, 2017; Evans et al, 2019). By tracking
head movements in hunting dragonflies, Mischiati and col-
leagues demonstrated that insects infer the future position of a
moving target rather than relying on a reactive strategy such as
parallel navigation (Mischiati et al., 2015). Similarly, nonhuman
primates playing a target-chasing video game employ a model-
based predictive interception strategy that incorporates the phys-
ical dynamics of target movement (Yoo et al, 2020). In that
study, neurons in the dorsal anterior cingulate cortex encoded
multiple variables relevant to tracking the state of the target,
including current and future target position, movement direc-
tion, speed, and acceleration. The insect and primate prepara-
tions, however, offer limited access to the underlying circuitry,
and rodent models provide a complementary approach, offering
the invasive recording and manipulation methods needed to
study the ensemble activity that supports predictive interception.
Recent studies have therefore sought predictive behavior in
mice and rats in two complementary roles: the rodent as prey
and the rodent as pursuer (Fig. 1B). As prey, freely moving
mice evading a predator robot in an enriched open field display
“peeking” behavior around occluding objects, allowing them to
scan for the predator’s position while remaining under cover
(Lai et al., 2024). Once the predator’s location is determined,
mice adjust their trajectory toward a static goal to avoid the robot.
In the same task, mice also exhibit “baiting” behavior that
appears to rely on stored knowledge that they can outrun the
predator: they allow the robot to detect them, draw it back toward
the arena’s starting position, and then quickly run around it to
reach their goal. In both cases, prediction supports route plan-
ning around both the moving predator and occlusions fixed
within the environment. Route predictions based on the location
of the predator and spatial affordances may rely on predictive
representations observed in the hippocampal formation that
reflect environmental structure (Stachenfeld et al., 2017; Danjo
et al., 2018; Lee et al., 2025). These structural representations
might further be used to generate nonlocal trajectories for plan-
ning in structured environments based on learned movement of
targets and pursuers.

Leeetal. ® Learning to Navigate a Changing World

As pursuers, rats intercept moving visual targets for delayed
reward (Alexander et al., 2022). Critically, targets moved either
along pseudorandom paths or along “characteristic” paths that
were stereotyped and anchored to the allocentric space of the
environment. Rats took shortcuts on the characteristic paths,
indicating that they learned to predict the target’s trajectory
through space. Because a shortcut requires anticipating where
the target will be in world coordinates, this behavior requires a
world-anchored, allocentric prediction, which again resembles
SFs. This predictive interception emerged alongside multiplica-
tive gain modulation of the self-motion tuning of neurons in
the posterior parietal cortex (PPC). Relative to free exploration,
this modulation lengthened the temporal window over which
self-motion was encoded, improving the decoding of the animal’s
past, present, and future trajectory. Moreover, neurons whose
self-motion tuning was gain-modulated tended to be sensitive
to the egocentric position of the target during chasing, suggesting
that multiplexing self-motion and spatial codes supports ani-
mals’ ability to predict. Because predictions were observed on tar-
get paths anchored to the spatial environment, an interplay
between egocentric representations in the neocortex and allo-
centric predictive representations in the hippocampus may be
required (Bicanski and Burgess, 2018).

How do these changes in neural activity develop over learn-
ing, and how are they related to predictive behavior? A common
approach for probing the computational principles of learning is
to train recurrent neural networks (RNNs) on analogous tasks. In
an early and influential example, Elman showed that RNNs
trained to predict the next word in a sequence develop latent rep-
resentations of grammar and lexical structure (Elman, 1990).
When applied to spatial navigation, RNNs trained to
path-integrate for self-localization develop latent representations
resembling the place and grid cells of the hippocampal formation
(Banino et al., 2018; Cueva and Wei, 2018). Just as those net-
works recover spatial codes from a self-localization objective,
an RNN trained to pursue might be expected to recover the
target-directed codes observed in PPC, providing a normative
reason to treat such a network as a model of the biological circuit.

A recent study confirmed this intuition (Redman et al., 2026).
A simple RNN received the target’s velocity as input and gener-
ated its own velocity as output, with the objective of minimizing
its distance to the target by the end of a fixed-length trial. The
networks learned to pursue effectively and, notably, adopted pre-
dictive pursuit trajectories even though they were never explicitly
trained to anticipate the target’s future position, in contrast to the
state-based learning signal used to predict environmental struc-
ture in previously discussed models. Latent representations
resembling the egocentric target coding observed in PPC
emerged in the networks, and ablating these units disrupted pur-
suit, offering a theoretical causal test that egocentric target posi-
tion representations are required for prey capture. Predictive
behavior emerged predominantly in high-rank networks, which
also carried more information about the agent’s position in allo-
centric space. Together, these results suggest that while low-
dimensional, egocentric computations are sufficient for pursuit,
predictive pursuit requires high-dimensional representations
that also recover the allocentric frame.

The predictive models discussed thus far suggest that the tem-
poral structure of a navigator’s observations directly shapes neu-
ral representation. As a result, interactions between the navigator
and their environment, which are determined both by the struc-
ture of navigable space (physical or abstract) and affordances of
the organism or agent, should determine the structure of neural
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representation. According to these models, the idiosyncrasies in
actions of a navigator would have a central role in defining neural
codes of higher-order brain structures that might implement
predictive learning, which has been supported in recent experi-
mental findings (Pecirno and Keinath, 2025). In changing envi-
ronments, a useful neural code might not only predict
environmental structure and proximity to goals but also how
actions themselves relate to observed changes in the environ-
ment. In turn, we highlight new findings that identify action rep-
resentation in high-order brain systems, including the
hippocampus, and how such systems flexibly learn and adapt
representations to dynamic environments and goals during
navigation.

The Structure of Neural Activity Reflects Actions and
Internal States

A central question arising from predictive models of navigation is
what exactly neural activity is predicting. One possibility is that
the brain simply predicts the sensory observations of a changing
environment. Indeed, predictive coding has been extensively
described in sensory systems, where neural activity reflects
expected sensory inputs and prediction errors (Friston, 2010;
Gavornik and Bear, 2014; Keller and Mrsic-Flogel, 2018).
However, the hippocampus presents a more complicated picture.
Hippocampal neurons are influenced by an enormous range of
sensory and cognitive variables, including space, visual scenes,
odors, sounds, as well as more abstract variables such as
elapsed time, accumulated evidence, reward, and progress
toward goals [see O’Keefe and Krupic (2021) for a detailed
review]. Rather than encoding a single feature of the environ-
ment, hippocampal activity appears to flexibly incorporate
whichever information is relevant for solving the current
task. Yet this flexibility raises a fundamental question: what
unifying principle determines which variables are predicted
at any given moment?

An emerging view is that hippocampal activity is organized
not around environmental variables themselves but around the
behavioral significance of those variables. Neural tuning to sen-
sory and internal cues develops only when those cues are beha-
viorally relevant or actively used by the animal (Zinyuk et al.,
2000; Terrazas et al.,, 2005; Muzzio et al., 2009; Aronov et al.,
2017; Nyberg et al., 2022). Moreover, fluctuations in attention
and engagement profoundly alter the stability of hippocampal
representations (Foster et al, 1989; Markus et al, 1995;
Kentros et al., 2004; Fenton et al., 2010; Pettit et al., 2022).
More recently, mice trained to switch between visual and odor
cues to locate a hidden reward exhibited distinct hippocampal
firing patterns according to the sensory modality that was beha-
viorally relevant, despite the sensory environment being identical
across conditions (Radvansky et al., 2021). From this perspective,
hippocampal activity reflects not the external world itself, but the
animal’s evolving interaction with it.

Direct evidence for this idea comes from Zutshi et al. (2025),
who developed an auditory-guided navigation task in which an
ascending auditory sweep instructed animals to navigate toward
one of six reward locations. Hippocampal population activity
progressively evolved toward the future goal before the animal
reached the reward, closely following the accumulating auditory
evidence. Critically, truncating the auditory sweep midway
through the trial did not alter this predictive activity, despite
eliminating the sensory cue that guided the decision. Thus, pre-
dictive hippocampal activity was more closely linked to the
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animal’s impending action plan rather than to the sensory stimu-
lus itself. This prediction was expressed at two complementary
and interacting levels: hippocampal population activity evolved
into distinct goal-specific states that identified the animal’s
selected destination, while transient nonlocal theta sequences
briefly represented future locations ahead of the animal along
the planned route.

Simple motor output alone, however, could not explain hip-
pocampal activity. The goal-specific population state emerged
as animals committed to a behavioral choice, whereas transient
nonlocal sequences were particularly prominent during pauses
and deliberation before commitment, consistent with previous
observations of forward hippocampal sequences during vicarious
trial-and-error (Johnson and Redish, 2007; Wikenheiser and
Redish, 2015; Redish, 2016; Kay et al., 2020). This nonlocal pre-
dictive firing emerged not only during movement toward goals
but also when animals deliberated or paused before committing
to a choice, consistent with previous observations of forward hip-
pocampal sequences during vicarious trial-and-error (Johnson
and Redish, 2007; Wikenheiser and Redish, 2015; Redish, 2016;
Kay et al., 2020). Moreover, nonlocal predictive firing on the
auditory navigation task scaled with task complexity, weakening
during habitual runs to known reward ports. Together, these
findings suggest that hippocampal activity predicts upcoming
behavior across multiple timescales, with stable population states
reflecting the selected action plan within a specific environmental
structure and transient theta sequences evaluating future trajec-
tories within the current behavioral context. Thus, these two
forms of predictive coding likely interact to support goal-directed
behavior, wherein animals learn environmental structure
through interaction, and can plan using nonlocal trajectories
that predict upcoming action sequences.

This perspective also provides a unifying explanation for
decades of observations on hippocampal remapping (Sanders
et al., 2020; Fenton, 2024). Hippocampal spatial maps depend
not only on the environment but also on how animals engage
with it (Foster et al., 1989; Markus et al., 1995; Kentros et al.,
2004; Fenton et al., 2010; Pettit et al., 2022). For example, place
cells that are largely omnidirectional in open fields often become
directionally selective during repeated traversals of a linear track
(Markus et al., 1995; Battaglia et al., 2004) and are also predictive
of upcoming turns on a T-maze (Frank et al., 2000; Wood et al.,
2000; Ferbinteanu and Shapiro, 2003; Grieves et al., 2016).
Consistent with this, Zutshi et al. (2025) found that hippocampal
place cells remapped when animals switched from linear-track
navigation and auditory-guided trials on the same track. Thus,
behavioral context shaped the hippocampal map. Remarkably,
returning to the original linear track after auditory trials did
not reliably restore the linear-track map. Instead, map expression
on the second block of linear-track trials depended on the ani-
mals’ behavioral strategy on a trial-by-trial basis: trials in which
mice ran directly to the end reward port reinstated the original
linear-track map, whereas trials where they actively “searched”
in intermediate ports reinstated the auditory-task map. Thus,
hippocampal activity reflected the task as inferred and experi-
enced by the animal rather than the task defined by the experi-
menter, indicating that hippocampal activity reflected the
animal’s internal beliefs about which task was currently being
performed and therefore what future outcomes its actions were
expected to produce. In approaching the problem of continual
learning, these findings point to a potential solution whereby ani-
mals leverage distinct task representations to mitigate cata-
strophic forgetting through top-down switches between
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behavioral policies based on the animal’s internal belief about
task context and current goals (Fig. 1B).

Together, these findings suggest that predictive hippocampal
activity is organized not simply around future actions but around
the behavioral strategies that generate those actions. The same
movement may arise from exploitation, exploration, habits, or
hesitation, and these distinct navigational modes produce differ-
ent hippocampal dynamics despite similar sensory inputs and
overt behavior. Preliminary observations from a dynamic patch-
foraging task in the Zutshi laboratory further support this view,
revealing distinct hippocampal population dynamics as animals
transition between exploratory and exploitative strategies while
navigating the same environment. Thus, rather than predicting
sensory observations alone, hippocampal activity appears to pre-
dict future behavior within the context of the animal’s current
navigational strategy and predictions about the outcomes of her
interactions with the environment. This view suggests that under-
standing neural firing requires understanding the behavioral algo-
rithms that generate them—a principle that may also inform the
design of artificial agents capable of continual learning,

Learning from Interactions in the Natural World
Many studies of adaptation and learning focus on understanding
neural representations that arise after learning, using animals and
agents that have been highly trained on particular tasks. As such,
these studies often focus on the outcome of learning, and do not
attempt to capture the dynamics of the learning process itself. As
a result, the learning algorithms used to explain these data tend to
be much slower than animals, requiring tens of thousands of
reinforced action samples to converge on navigational strategies
that animals learn with tens of reinforcements (Shamash et al.,
2023). Perhaps equally striking is the observation that animals
use highly structured trajectories to navigate space (Jiang et al.,
2022), even during early learning (AbdelRahman et al., 2026;
Gong et al.,, 2026), and they do not generate the random and
diffuse trajectories produced by canonical learning agents.
Taken together, this suggests that the evolving structure of ani-
mal behavior might provide important clues for building new
algorithms that can explain the impressive learning efficiency
of animals. Moreover, by capturing behavioral changes during
learning, we might better constrain our search for the underlying
neural mechanisms that mediate these changes.

Indeed, there is a long and rich history of work in neuroethol-
ogy and ecology that studies the structure of natural behavior and
its relationship to an animal’s ecological niche (Tinbergen, 1963;
McNamara and Houston, 2009), and there has been renewed
interest in using natural behavior as a lens to study neural com-
putation (Dennis et al., 2021; Ulanovsky, 2025). In parallel, a set
of conceptually related ideas has been pursued from an
information-theoretic perspective (Attneave, 1954; Barlow,
1961; Simoncelli, 2003) to study the structure of natural stimuli
and their relationship to neural coding in the brain. This line
of work, termed efficient coding, hypothesizes that neural sys-
tems make efficient use of their limited resources to maximize
information about incoming signals. This hypothesis has been
generalized to derive coding schemes that preserve predictive
information about future stimuli (Tishby, Pereira, and Bialek,
1999; Palmer et al., 2015; Chalk et al., 2018) or that can be dynami-
cally adapted based on predictions about future environmental
contexts (Rao and Ballard, 1999; Mlynarski and Hermundstad,
2018, 2021). Tests of this hypothesis have been most successful
in the context of sensory and perceptual systems (Laughlin,
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1981; Attic and Redlich, 1992; Olshausen and Field, 1997;
Simoncelli and Olshausen, 2001; Lewicki, 2002; Smith and
Lewicki, 2006; Hermundstad et al., 2014; Gervain and Geffen,
2019), where it is possible to explicitly measure the statistical struc-
ture of natural stimuli and derive the architectures that efficiently
encode these stimuli. This suggests that a similar approach might
be successful when applied to behavior, where it is possible to mea-
sure the statistical structure of natural behavior and derive archi-
tectures that efficiently generate this behavior.

This perspective was adopted in two recent studies of naviga-
tional learning in flies and mice (Dan et al., 2024; AbdelRahman
et al., 2026). Both studies used the statistical structure of animal
behavior to derive parameterized control policies for generating
actions; these policies, in turn, were used to explain how animals
rapidly modified their behavior in new settings. In Abde]lRahman
etal. (2026), mice learned to intercept hidden spatial targets for a
delayed reward. The spatiotemporal structure of mouse trajecto-
ries provides important clues for understanding this rapid learn-
ing: naive animals explore the arena using smooth trajectory
segments delineated by pauses. Despite substantial variability
in their spatial coordinates, these trajectory segments were well
captured by structured changes in speed and heading over
time. This suggested that by shifting, scaling, and composing
generative functions that control instantaneous speed and head-
ing, mice could flexibly plan and execute a rich space of naviga-
tional trajectories. The authors then designed agents that came
pre-equipped with these behavior-derived generative functions,
rather than needing to learn them de novo. With such a control
policy, learning could then be viewed as the process of selecting
appropriate parameters of these functions, rather than learning
a set of elemental actions (see also Yttri and Dudman, 2016;
Jiang et al., 2022). By combining this control policy with infer-
ence and active sampling, the authors were able to explain the
near-one-shot learning observed in the fastest mice while also
capturing how mice rapidly infer hidden targets (Butler et al,,
2019; Jiang et al., 2022) and evade obstacles (Shamash et al,,
2023).

In Dan et al. (2024), flying flies in virtual reality learned within
minutes to avoid visual patterns that were associated with heat
punishment. As in AbdelRahman et al. (2026), the authors
used the spatiotemporal structure of fly behavior to construct a
generative control policy that was tethered to a flexible internal
goal heading (see also Stone et al., 2017; Goulard et al., 2021;
Matheson et al., 2022; Mussells Pires et al., 2024; Westeinde et
al.,, 2024). Importantly, by integrating insights from connectomic
(Hulse et al., 2021) and physiological data (Seelig and Jayaraman,
2015; Fisher et al., 2019; Green et al., 2019; Kim et al., 2019), the
authors showed how the functional form of this control policy
might be hardwired in the structure of neural circuits to exploit
the predictable consequences of actions in 1D rotational space,
whereas the parameters of this policy could be flexibly modified
based on experience via Hebbian-like plasticity at localized syn-
apses within those circuits. This combination of hardwired cir-
cuit architectures and localized sites of plasticity could thus
enable animals to balance speed and flexibility in new settings.
More broadly, because there were signatures of this dissocia-
tion—between hardwiring and flexibility—that were apparent
in the evolving structure of behavior itself, this approach is likely
to generate insights across a wider range of behavioral learning
studies, even when physiological and connectomic data are not
available.

When taken together, these studies highlight the importance
of accurately capturing an animal’s control policy in explaining
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the evolving dynamics of learning. In both studies, the behavior-
derived control policies implicitly encode information about the
consequences of movement in physical space; as such, they serve
as inductive biases that speed learning in navigational settings.
Moreover, the algorithmic form of these control policies provides
clues for deciphering the neural circuit architectures that might
implement them. In the fly, these links can be made precise using
the connectivity and dynamics of specific cell types in the fly cen-
tral brain. In the mouse, the shared similarity in the underlying
algorithm—which relies on the same types of vector computa-
tions that support goal learning in flies—suggests that similar cir-
cuit mechanisms might be at play. Finally, these lines of work
point to an exciting open direction for future research: in both
studies, rapid learning was supported by a structured exploration
of space, which differs from the random exploration typically
adopted in canonical learning algorithms. By studying the statis-
tical structure of animal behavior in natural settings, we might
thus hope to uncover new insights about the structure of explo-
ration and its role in rapid behavioral flexibility.

Where Should We Explore from Here?

While natural organisms have evolved to learn in the face of con-
tinual change, both in their environments and goals, the same
problem remains a significant challenge for learning in artificial
systems. Here, we have considered navigation as a useful context
and constraint to examine how biological neural systems con-
tinue to learn in changing environments and how such observa-
tions can inform algorithms for more rapid, efficient, and
continual learning in machines.

One common thread that connects this recent progress is that
predictive learning rules can yield structured representations in
artificial systems closely aligned to those observed in behaving
animals with dynamic environments and goals (Gomez et al,,

Computational
p;r)oblem Structural knowledge
Whatis predicted? State observations (multisensory, abstract)
P “What future states am | likely to observe?”
Timescale Long (10" to 102 seconds)
andidate Hippocampus, entorhinal cortex
brain systems
Candidate Levenstaimer 1. (2024) Sachepild et al G017
£ evenstein et al. , Stachenfeld et al. ),
algorithms Whittington et al. (2020)
B Structural knowledge

Sequence 1 Y

Figure 2.

Action planning

Goal-conditioned action-state observations
“Which actions should | take to reach my goal?”

Multiscale (10 to 10" seconds)

Prefrontal cortex, dorsal striatum, hippocampus,
central complex (flies)

AbdelRahman et al. (2026), Dan et al. (2024),
Levenstein et al. (2024), Whittington et al. (2025)

Seqllence 3

o™
o> .
- & Egocent™®

(andidate brain systems and novel algorithms for navigation in a changing world. A, The table summarizes several core problems animals, and agents are confronted with during

J. Neurosci., November 11, 2026 - 46(45):¢1331262026 - 7

2025; Lee et al., 2025; Redman et al., 2026). However, this raises
the question—what do animals and (should) agents learn to pre-
dict? New findings discussed here reveal that higher-order neural
systems in natural organisms, such as the hippocampus, encode
predictions of action sequences based on the internal beliefs of an
organism about the environment, its structure, and the outcomes
of context-specific actions (Zutshi et al., 2025). Together, these
findings highlight the central role of prediction in the structure
of neural activity of brain systems necessary for organisms to
learn and remember to navigate in changing environments.
Furthermore, the organization of an organism’s interaction
with the environment has a central role in shaping the observed
structure of neural activity in these brain systems. A consider-
ation for future and continued work on this topic is the extent
to which predictive environmental structure and the conse-
quences of actions are preconfigured in specific brain systems,
rather than being learned de novo, and can be rapidly adapted
to navigate in new contexts. A deeper understanding of how
organisms’ prior knowledge can be mapped onto novel sequen-
tial experiences in new environments could significantly aid
rapid learning in machines.

Based on recent work discussed here, we have suggested that
prediction plays a central role in shaping neural codes for navi-
gation and that different forms of predictive learning interact
to solve distinct computational problems (Fig. 2A). Namely, ani-
mals learn about the structure of their environments and beha-
vioral affordances through interaction, which could be
supported through multitimescale predictions of state observa-
tions and action plans, and during pursuit of goals leverage pre-
dictions of targets to learn reference frame transformations
(Fig. 2B). While recent models discussed here illustrate the emer-
gence of neural coding aligned with brain systems using predic-
tive learning rules and have made breakthroughs in the
adaptability of neural representations for flexible behavior and
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navigation in nonstationary environments, including learning about the structure of navigable space (physical or abstract), how to plan actions based on this structure, and how to transform
actions and coordinate frames of reference with other, often moving objects and goals. The table proposes distinct forms of predictive objectives and timescales over which model results and
experimental observations suggest each problem is resolved, along with candidate brain systems and algorithms that address these needs. B, To illustrate the computational problems and
respective brain systems that allow animals to address them, we highlight elements of the naturalistic navigation example from above and several (nonexhaustive) candidate brain systems from

the table above.
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rapid learning, future work should additionally focus on explicit
tests of these model systems in continual learning problems.
Continual learning specifically requires agents and animals to
acquire new information while retaining (or even improving
upon) prior task knowledge. While animals in the aforemen-
tioned tasks show impressive ability to flexibly switch between
goal-directed behavior and neural representations, it remains
unclear to what extent these new algorithms can achieve similar
performance in changing navigational tasks when prior task
knowledge is required. Recent work discussed here suggests
that leveraging the statistics of animal navigation and the struc-
ture of neural representations as an inductive bias for such agents
could aid in this effort.

An important gap in our knowledge that should be further
explored is how natural organisms and artificial agents respec-
tively interact with a changing world. Recent findings discussed
here highlight that canonical agents do not explore their environ-
ment with the same efficient, structured behavior of natural
organisms. Furthermore, leveraging the structure of actions of
natural organisms as an inductive bias for navigation in artificial
agents yields significant improvements in rapid learning during
goal-directed navigation (Dan et al., 2024; AbdelRahman et al.,
2026). Looking forward, an important area for future work to
investigate further is how animals prioritize exploration of large
and dynamic naturalistic environments, the role of such explora-
tion in subsequent (goal-directed) learning and memory, and the
structure of neural activity in relevant biological and artificial
neural networks. Furthermore, how animals dynamically shift
between behavioral contexts and neural representations support-
ing intelligent behavior is a large area of ongoing study.
Uncovering the mechanisms natural organisms use to rapidly
learn, update, and switch between relevant neural coding
schemes and navigate changing environments could significantly
inform the development of algorithms and architectures to better
support similar behavior in machines, specifically in continual
learning when earlier task knowledge should be maintained. In
doing so, we suggest navigation poses a useful challenge and
area of focus to better understand intelligent systems that con-
tinue to learn in the face of inevitable changes built into our nat-
ural world.
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