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Supplementary Figure 1: Schematic of ECoG modeling. A microelectrode records the 
LFP ψ(t) near a neuron which is a distance R from the ECoG electrode. The model 
relates the quantities ψi(t) and Φi(t), which are the potentials recorded by a 
microelectrode and the ECoG electrode due to the activity of the ith neuron, respectively. 
The overall potential of the ECoG electrode, Φ(t), is computed by summing the 
contribution of individual neurons (i.e, Φi(t)). 
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Supplementary Figure 2 
 

 
 

Supplementary Figure 2: Regression analysis for all the 2880 data points (40 trials x 72 
neurons) for each stimulus amplitude. Individual dots show the normalized firing rate and 
normalized power for a single trial, color-coded by stimulus intensity (G1: green, G2: 
blue, G5: red, G10: black). The prominent dots on the x and y-axes indicate the average 
values of normalized firing rate and power for each stimulus amplitude. The lines are the 
best least-square fits obtained from regression analysis. 
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Supplementary Discussion 1 
 
Here we compare firing rate versus synchrony as possible neural correlates of ECoG 
high-gamma activity in more detail. As shown in the model, both an increase in firing 
rate or synchrony may lead to an increase in ECoG high-gamma activity, although to 
match the increase in high-gamma due to a small increase in synchrony, a large increase 
in firing rate is required.  
 
An increase in high-gamma activity has been observed in a variety of functional-
anatomic domains and experimental paradigms (Crone et al., 2006 and references 
therein). In general, increases in firing rate and synchrony are correlated: an increase in 
population firing rate is often accompanied by an increase in correlation between neuron 
pairs (de la Rocha et al., 2007). In order to study these two factors separately, it would be 
helpful to study a condition where synchrony is increased independent of an increase in 
firing rate. An experimental paradigm in which this may occur is selective attention – 
where the increase in firing rate is modest, but there is a substantial increase in synchrony 
that far exceeds the increase that would be expected by chance (i.e., due to the increase in 
firing rate; Steinmetz et al., 2000; Fries et al., 2001). Indeed, neuronal synchrony has 
been suggested as a central mechanism for attentional selection. 
 
In a previous study (Ray et al., 2008a), we investigated the effect of selective attention on 
human ECoG high-gamma activity in somatosensory and auditory cortices, and we found 
that attention caused a significant increase in high-gamma power over somatosensory 
cortex when attention was focused on tactile stimuli, and an increase over auditory cortex 
when the subjects attended auditory stimuli. Stimulus durations were 800 ms, and 
subjects were asked to detect an increase in stimulus intensity 400 ms after stimulus 
onset, which occurred in a small proportion of the stimuli. Target stimuli (with the 
increase in intensity) were discarded before signal analyses. This experimental design 
facilitated the distinction between stimulus-induced high-gamma at short latencies (which 
were not affected by attention) versus long-latency high-gamma activity that depended on 
attention. 
 
Supplementary Figure 3A shows the results from an ECoG electrode over secondary 
somatosensory cortex in a human subject. The tactile stimulus was a sinusoid at 200 Hz. 
The stimulus caused an early-latency high-gamma response (100-300 ms, denoted by 
boxes 1 and 2) that did not depend on whether attention was on the tactile modality. At 
longer latencies (500-700 ms, when subjects could expect a change in stimulus intensity), 
there was an increase in high-gamma power when attention was on the tactile modality 
(box 4), which was significantly greater than when the attention was on the auditory 
modality (box 3). Note that in this study we eliminated all trials in which there was a 
physical increase in stimulus intensity, so that the effects shown here are purely based on 
attention. 
 
We asked the following question: if the increase in ECoG high-gamma in box 4 is purely 
due to rate changes, how much of an increase in firing rate is required to explain the 
results? 
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To answer this question, we first investigated the increase in high-gamma activity with 
stimulus intensity in the monkey LFP data, both in the early stimulus period and at the 
later period where attentional changes were observed in the human study. The results are 
shown in Supplementary Figure 3B and 3C. At a stimulus frequency of 200 Hz, the 
increase in high-gamma power was not significant in the late period (right panel in 
Supplementary Figure 3B), so we used the results for the stimulus frequency of 100 Hz 
(left panel in Supplementary Figure 3B). The average powers at these time periods are 
shown by black (early post-stimulus period) and green (late period) dots. The increase in 
high-gamma power with stimulus intensity was linear, as indicated by the linear fits 
(black and green lines, respectively). Next, we plotted the power obtained from the ECoG 
study (after scaling both early and late high-gamma responses by equal amounts) as 
shown by asterisks 1 – 4, corresponding to boxes 1 – 4 in Supplementary Figure 3A. 
Scaling was done so that points 1 and 3, which corresponded to high-gamma power at 
early and late post-stimulus periods in the ECoG attention study (when tactile stimuli 
were not attended), lay on the black and green lines of the monkey LFP power at a 
stimulus intensity of 5. This normalization is arbitrary – a different factor of 
randomization could align the two points at an intensity of 1 or 10; however, the ratio of 
power in the early and late periods in the ECoG study (in the unattended condition) was 
the same as the ratio in the LFP study (which allowed these two asterisks to lie on the two 
lines simultaneously). This allowed us to estimate the increase in stimulus intensity 
required to explain the increase in high-gamma power (asterisk 4) that was observed in 
the ECoG study when the tactile stimuli were attended. 
 
As shown in Supplementary Figure 3C, the attention-related increase in ECoG high-
gamma power in the late post-stimulus period is comparable to monkey LFP high gamma 
responses at a stimulus intensity of ~18, i.e., an increase of more than 3.5 times (18:5). 
Because both firing rate and high-gamma power increased linearly at a stimulus 
frequency of 100 and 200 Hz, the attention-related responses would require a 3.5-fold 
increase in the population firing rate to explain the observed increase in high-gamma 
power.  
 
Comparable neurophysiological studies have shown that attention-induced increases in 
firing rate are generally much lower, typically less than 50% over the entire population 
(Hsiao et al., 1993). Further, these changes are mainly observed in the early stimulus 
period. At longer latencies the increase in firing rate due to attention is much smaller. 
Thus, the high-gamma results obtained here would require an increase in firing rate that 
is not observed physiologically. On the other hand, a very small increase in synchrony 
(consistent with that observed by Steinmetz et al., 2000) could fully explain these results. 
 
Although our analysis compares data from two very different recordings and species, we 
used the high-gamma power at the early stimulus period in these two recording 
conditions to set up a normalized reference and then compare the attention-related 
increase observed in ECoG data at longer latencies with respect to this reference.  
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Our results indicate that induced high-gamma activity such as that observed in our ECoG 
study of selective attention, is likely to be due to an increase in neural synchrony, and 
support our hypothesis that high-gamma is an index of neural synchrony. 
 
 

 
 

Supplementary Figure 3 
 

Supplementary Figure 3: Comparison of high-gamma responses in monkey LFP during 
tactile stimuli with those in human ECoG during a selective attention task with tactile 
stimuli (Ray et al., 2008a). A) Time-frequency plots of event-related power changes in 
human ECoG recorded over secondary somatosensory cortex. The subject attended either 
to tactile or to auditory stimuli in a series of stimuli presented in both modalities. The 
‘Tactile not attended’ condition (upper panel in A) refers to the case where vibrotactile 
stimuli (800 ms duration, 200 Hz frequency) were delivered but were not attended (i.e., 
attention was on auditory stimuli). The lower panel refers to the condition where 
vibrotactile stimuli were attended. The subject was asked to detect an intensity change 
that occurred 400 ms after stimulus onset in a small, randomly occurring subset of 
stimuli. Signal analyses included only the stimuli for which there was no change in 
stimulus intensity. Boxes 1 and 2 refer to induced high-gamma (60-150 Hz) responses in 
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an early post-stimulus period (100-300 ms). At this time attention had no effect, since the 
stimulus could change only after 400 ms. Boxes 3 and 4 refer to high-gamma responses at 
longer latencies (500-700 ms), when attention had a pronounced effect in the high-
gamma range. B) Time-frequency plots of event-related power changes obtained from the 
monkey LFP study at stimulus frequencies of 100 Hz (left panel) and 200 Hz (right 
panel). For comparison with the ECoG data, the data from 200 Hz could not be used 
because there was no significant activation at longer latencies. The change in power at 
the early stimulus period (0-200 ms; since the high-gamma responses started much earlier 
than 100 ms in Monkeys) and late stimulus period (500-700 ms) were used for 
comparison with the ECoG data (black and green rectangles, respectively). C) The black 
circles correspond to the change in power with respect to baseline in the early period at 
the four stimulus intensities used for the monkey LFP study; the black line shows the best 
linear fit. The green dots and line show the same for the late period. The changes in 
ECoG high-gamma power for the early and late period during the unattended condition 
(asterisks 1 and 3) are scaled so that they correspond to a stimulus intensity of 5; note that 
the scaling factor was kept the same for the early and late period, thus their simultaneous 
matching with both black and green lines was not guaranteed. Asterisk 2, which shows 
the high-gamma power change at early post-stimulus latencies during the attended 
condition coincides with 1 and is hidden. Asterisk 4 shows the power change at late post-
stimulus latencies, and is much higher than 3 due to the attentional boost. The 
intersection of the black line from asterisk 4 with the green line (at ~18 on the x-axis) 
shows the estimated increase in stimulus intensity required to achieve an increase in 
monkey LFP high-gamma power comparable to the attention-related increase in ECoG 
high-gamma power observed in a human subject during the late period.  
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Supplementary Discussion 2 
 
 
The aim of this section is to discuss the assumptions in the modeling section in more 
detail and possible experimental strategies to overcome or address some of the 
limitations. 
 
1. Contribution of synaptic inputs versus spikes 
Our model only addresses the contribution of spiking activity, while ignoring the effect of 
synaptic currents and noise that may also contribute to the potential. We made this 
assumption because most of the power in the high-gamma range is tightly coupled to the 
spiking activity (Figures 1-3), suggesting that the contribution of spikes in the high-
gamma range is substantial. However, in our experimental setup the inputs coming to SII 
(from thalamus and SI) and the resulting spiking activity in SII due to the incoming 
inputs are expected to be highly correlated, so that it is difficult to isolate the contribution 
of action potentials from synaptic inputs. The problem of separating the synaptic currents 
from the spiking activity is fraught with difficulty. Vishwanathan and Freeman (2007) 
addressed this issue by presenting visual stimuli at varying temporal frequencies while 
recording from V1. As V1 neurons have a lower frequency range than LGN, at higher 
temporal frequencies V1 is expected to receive the inputs (since LGN is still active) but 
produce no outputs. Similar strategies may be used to study the relative contributions of 
spikes and synaptic currents on LFP. In fact, although not explicitly mentioned in their 
study, Figure 2 of that paper shows that at high temporal frequencies (when the spiking 
activity is negligible) there is no high-gamma activity. These results are consistent with 
the hypothesis put forward in our paper.  
 
2. Addressing local connectivity and input correlations 
Our assumption of independence between the firing of neurons in the asynchronous case 
is a simplification – local connectivity and correlated inputs from upstream areas will 
typically cause spike correlations in nearby neurons in SII. Unfortunately, in our study, 
we did not have enough paired recordings to compute adequate second order statistics 
necessary to address this concern. Additional parameters in the model can be 
incorporated to assume a connectivity pattern between nearby neurons, and we aim to 
extend our model in a future study. 
 
3. Effect of rate versus synchrony at different frequencies in the LFP 
In our model, all frequencies are treated equally – the results are not specific to high-
gamma oscillations. In our model, the spikes positions are simulated and then convolved 
with a common spike-triggered average (STA). This STA has components at several 
frequencies (see Ray et al., 2008b, for a detailed analysis on the different frequency 
components of the STA using matching pursuit). After STAs are summed across the 
population, the overall power we get at a given frequency critically depends on how well 
the components of the STA at that frequency are correlated across the population. For 
example, in our previous study, we showed that the high-gamma component of the STA 
is tightly phase-locked with spikes, while low-gamma component is weakly coupled. In 
this situation, when spikes are synchronized across a large population, the high-gamma 
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power will be much larger (because those components will be phase-locked and not 
cancel out after summation) than the low-gamma power. In the model, the same STA is 
used for each spike of the population, so that all frequency components (both low and 
high) are identically phase-locked across the population. This assumption fails to capture 
any frequency specific behavior due to synchrony. 
 
To address this concern, we must first determine how well a given frequency component 
(say, the low-gamma component) of the STA from a neuron at position x is correlated 
with another simultaneously recorded neuron at position y. The correlation is expected to 
be dependent on both the distance between recording electrodes and frequency content of 
the signal. This is similar to computing the STA-to-STA coherence as a function of 
distance. In our study, the number of simultaneously recorded sites was low, and further 
the electrodes were at least 400 microns apart, so that these correlations could not be 
computed. Once we have a detailed understanding on the frequency correlations between 
STA components as a function of distance, these can be incorporated in our model. 
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Supplementary Discussion 3 
 
In this section we discuss and compare the performance of matching pursuit algorithm 
with traditional signal processing methods for the analysis of non-stationary signals.  
 
As discussed briefly in this manuscript (and in detail in Ray et al., 2008b), the matching 
pursuit algorithm does a multi-scale decomposition – the signal is decomposed into 
functions taken from a large, over-complete dictionary that contains both sharp transient 
like functions with good temporal but poor spectral resolution, long oscillatory functions 
with poor temporal but good spectral resolution, as well as many intermediate basis 
functions. The ability of matching pursuit to characterize the sharp transients in the LFP 
that are associated with action potentials is critical in establishing the tight temporal 
correlation between spikes and high-gamma activity, as shown in Figures 1 and 2. 
However, the usefulness of matching pursuit in the analysis of trial-by-trial variability 
(Figure 3) is not obvious. Since for this analysis only the average power over a 150 ms 
period (50-200 ms post stimulus) is used, shouldn’t the same results be expected if a 
different method (spectrogram/multi-tapering analysis) is used to compute this average 
power? 
 
Certain time-frequency distributions, such as the Cohen’s class (Cohen, 1995), yield a 
frequency marginal that is equivalent to the periodogram of the signal. This means that 
when integrated over time, the average energy converges to the square of the FFT of the 
signal. However, typically the marginals are preserved only because of the presence of 
cross-terms in the time-frequency distribution. In matching pursuit, energy is computed 
by summing the Wigner-Ville distribution of individual Gabor atoms (scaled by the 
square of the inner product), which eliminates all cross-terms (Mallat and Zhang, 1993). 
As a result, the time-frequency distribution obtained from MP decomposition is not 
marginal preserving, and the average energy integrated over a time period is different 
from the energy obtained by taking the square of the FFT over that time period. 
 
To understand this discrepancy in the context of non-stationary signals, consider the 
following example. Suppose that the occurrence of a spike is associated with a short 
transient in the LFP, which could be due to spike after-hyperpolarization or transient 
currents involved in the generation of the action potential. In a previous paper (Ray et al., 
2008b), we showed that spikes are associated with a local waveform with energy in the 
gamma/high-gamma range. For simplicity, let us assume that this waveform consists of 
one cycle of a 50 Hz oscillation, as shown in the upper plot of Supplementary Figure 4. 
The time-frequency energy distribution is shown in the lower plot of Supplementary 
Figure 4. If we have N spikes in a given time interval, there are N such blobs in the time-
frequency domain, and the overall energy as a function of frequency (obtained by 
integrating the time-frequency energy distribution over time) should be a blob centered at 
50 Hz, with a peak magnitude proportional to N. 
 

 10



 
 

Supplementary Figure 4 
 
 
Now consider the situation were the energy is computed by taking the FFT over 100 ms 
of the signal. Supplementary Figure 5, upper row, left plot shows a situation where two 
spikes occur at time t=35 ms and 75 ms (blue dots). The LFP waveform is shown by the 
black trace. The FFT spectrum is shown in right. A fundamental assumption while taking 
the FFT is that the signal is stationary over the 100 ms interval, and the magnitude of the 
FFT at 50 Hz is simply the projection of the signal (black trace) on a sinusoid at 50 Hz 
(red dotted trace in the left panel). However, simply by changing the position of the 
second spike from 75 ms to 65 ms (bottom row, right), we get a signal that gives a 
magnitude of zero at 50 Hz, as shown in bottom row, left. This happens because the two 
oscillatory components are out of phase with respect to the underlying sinusoid on which 
the signal is projected (red trace), and thus the inner product is zero. 
 
 

 
 

Supplementary Figure 5 
 
Since the LFP signal is composed of local structures that have narrow temporal support 
(~20 ms), imposing the condition of stationarity over 100 ms yields a frequency spectrum 
that has little physiological significance. In fact, just by changing the number and 
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position of spikes, we could have a condition where all the energy is concentrated at 50 
Hz (e.g., 5 spikes centered at 5, 25, 45, 65 and 85 ms), or distributed away from 50 Hz (as 
shown in the lower plot of Supplementary Figure 5). Even though each spike is 
associated with a burst of energy at 50 Hz, the overall energy in a band around 50 Hz as 
computed using the FFT is not expected to be proportional to the number of spikes in the 
analysis period, thus yielding no direct relationship between firing rate and gamma 
power. 
 
Indeed, the LFP recorded from a microelectrode is the sum of the synaptic currents due to 
EPSPs and IPSPs, in addition to sharp transient currents related to action potential 
generation. Consequently the LFP signal is expected to be highly non-stationary. The 
significance of the phase or magnitude of oscillatory components (like the red trace in 
Supplementary Figure 5) under the assumption of stationarity over a period of 100 ms or 
even more (typically used in STFT based techniques such as multi-tapering) is unclear. 
 
Note here that the results obtained from matching pursuit analysis is not always 
guaranteed to be foolproof – the functions on which the LFP signal is projected are taken 
from a large redundant dictionary that includes short transients as well as long oscillatory 
components similar to the red trace in Supplementary Figure 5. However, unless there is 
a remarkable periodicity in the occurrence of spikes, the projection on the long oscillatory 
components (such as the red trace) will not be large, and instead the local transients may 
be represented by transient like atoms with a temporal support of ~20 ms. For N spikes, 
the time-frequency spectrum will have N blobs (each similar to the lower plot of 
Supplementary Figure 4), and the overall power obtained by integrating over time will be 
concentrated near 50 Hz with a magnitude proportional to N. Indeed, the ability of 
matching pursuit to represent the short transients associated with spikes with functions 
with a narrow temporal support is responsible for a high correlation between the high-
gamma power and multi-unit firing, both temporally and on a trial-by-trial basis. 
 
Since the average power spectrum obtained from matching pursuit (used in Figure 3 and 
Supplementary Figure 2) is not marginal preserving, it is important to check the 
reliability of this spectrum. In a previous paper (Ray et al., 2003), we tested the matching 
pursuit frequency spectrum constructed using two very different dictionaries. The 
average spectrum was very similar for the two decompositions. This power spectrum was 
further compared with the square of the FFT (see Figure 1 of Ray et al, 2003). We found 
that the two spectra were very similar at lower frequencies (< 60 Hz), such as the beta 
range, where the condition of stationarity was presumably more or less valid. The two 
spectra, not surprisingly, began to diverge in the high-gamma range. 
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