
Supplementary material 

 

Fig S1. Effect of clustering on Type I error 

Shown here is a plot of actual Type I error as a function of intra-cluster correlation, 

for a z-test performed at 0.05 significance level, ignoring clustering. Solid black line: 

only a single group is represented in each cluster. Dashed red line: clusters contain 

approximately equal numbers of observations from each group. 
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S1 – Some mathematical intuition 

In order to give some intuition for the effect of clustering on hypothesis tests, we 

consider here the case of normally distributed data from two groups. We suppose that 

the data are really clustered, but that the clustering is ignored, and consider the effect 

this has on the test of the null hypothesis of no difference in mean response between 

the two groups.  

 

Let the ith observation from Group 1 in cluster k be Xik, and the ith observation from 

Group 2 in cluster k be Yik. Suppose there are K clusters, with nk from Group 1 and mk 

from Group 2 in cluster k. In general, nk and mk can both be non-zero, but if a cluster 

contains observations from only one group then only one of nk, mk will be non-zero. 

Assume that the true data-generating model is 

Xik = μX + bk + εik 

Yik = μY + bk + νik 

where (similar to section 1.3) bk is a normally distributed random cluster-specific 

effect with mean zero and variance σb
2, and εik, νik, are normally distributed residual 

errors with mean zero and variance σw
2.The residual errors from different individuals 

(εik, νik), and the random effects from different clusters (bk), are assumed to be 

independent. Under this model, the variance of an observation is var(Xik) = var(Yik) =  

σb
2
 +σw

2.  

 

For testing the null hypothesis H0: μX = μY versus the alternative H1: μX ≠ μY , the 

usual test statistic is 

)(var YX

YX

−

− . 

If the variance of the responses X and Y is known, this statistic has a standard normal 

distribution under the null hypothesis, otherwise we replace the true variance by an 

estimate and the statistic has a t distribution under the null. 

 

In the above formula for the test statistic, X  and Y  are the overall mean responses in 

Group 1 and Group 2: 
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where and are the total number of observations In Group 1 and 

Group 2, respectively. 
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The variance of YX −  is ),cov(2)var()var()var( YXYXYX −+=− . The 

covariance term (last term on the right hand side) will be zero when only a single 

group is represented in each cluster, but will generally be non-zero when clusters 

contain observations from both groups.  

 

If clustering were wrongly ignored, then the variance of YX −  would be taken to be  

(σb
2
 +σw

2)(1/N + 1/M) = ν2, say. However, the true variance of YX −  can be shown 

to be: 

(1) For the case where only a single group is represented in each cluster: 

}])1/()1/(){/(1[ 222 ∑∑ −+−++ MmNNnMNM kkρν . For balanced data, with 

equal numbers of equal-sized clusters for each group, this reduces to 

)]1(1[2 −+ nρν , where n is the size of each cluster and ν2 = 2(σb
2
 +σw

2) / N. 

(2) For the case where clusters contain observations from both groups: 

}]2)1/()1/(){/(1[ 222 ∑∑∑ −−+−++ kkkk mnMmNNnMNMρν .  

If the data are balanced, with nk = mk for all k, this reduces to ν2(1-ρ) with ν2 = 

2(σb
2
 +σw

2) / N. 

 

In the above expressions, ρ is the intra-cluster correlation defined previously: ρ = 

σb
2/( σb

2
 +σw

2). 

 

The formulas in (1) and (2) can be used to shed some light on the effect of clustering 

on hypothesis tests. Both formulas express the true variance as cν2 for some factor c. 

That is, the true variance is equal to the naïve variance ignoring clustering, ν2, 

multiplied by a factor c that depends on the intra-cluster correlation ρ as well as the 

composition of the clusters. Even if we knew the correct value for ν2 and used it in a 

hypothesis test with desired significance level α, but ignored the clustering, the Type I 
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error would not be equal to α. Specifically, the desired Type I error is 

)(2 2/αα zZP >= , where  is the upper α/2 percentage point of the standard 

normal distribution. However, the actual Type I error is 

2/αz

)/(2 2/ czZP α> . The Type 

I error will be larger (smaller) than anticipated when c is greater than (less than) 1. 

 

It can be seen that the effect of correlation is different for cases (1) and (2). For case 

(2), where clusters contain observations from both groups, a group comparison can be 

made within each cluster, separately from the cluster effect, and so higher correlation 

can lead to a reduction in variance for the group comparison. In fact for case (2), 

normal data can be analysed using standard regression methods with cluster as a 

factor in addition to the group effect. If cluster is treated as a “fixed effect”, however, 

results are generally only applicable to the clusters included in the study (as discussed 

in section 1.4C). An example of case (2) is a multi-centre clinical trial, where the 

treatment comparison is available within each centre. For case (1), the group 

comparison must be made between different clusters, and increasing the correlation 

always leads to an increase in the variance for the group comparison. An example of 

case (1) data is a cluster randomized trial, where for example, whole clinics are 

randomized to an intervention. 

 

The formulas also show that the impact of clustering will be affected by the degree of 

balance in the data, particularly for case (2). For case (1), higher correlation always 

leads to higher variance. For case (2), when the data are balanced, with equal numbers 

from each group in each cluster, increasing correlation will lead to lower variance. 

However with unbalanced data, it is possible for the variance to increase as the 

correlation increases. Mathematically, this is because the term 2 being 

subtracted in (2) tends to decrease as the imbalance increases. Intuitively this makes 

sense because the most extreme form of unbalanced data can be regarded as case (1), 

where either nk, mk is zero and hence the term 2

∑ kk mn

∑ kk mn is zero, and the formula in (2) 

reduces to the formula in (1). 

 

Fig. S1 illustrates the effect of clustering for case (1) and (2). The graph shows the 

actual Type I error resulting from a z-test performed at 0.05 significance level that 
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wrongly ignored the clustering, as a function of the correlation. The solid black line 

represents case (1) and shows the inflated Type I error that arises when the clustering 

is ignored. The dashed red line represents case (2), for approximately balanced data, 

and shows that increasing correlation causes the actual Type I error to be lower than 

planned. 

 

The above discussion only looks at the effect on the z-test, where the true variance is 

assumed known. This assumption makes the algebra tractable and hence is useful for 

illustrative purposes, however it is obviously unrealistic. In Part 2 of the paper we use 

simulation studies to investigate the impact of clustering when variances need to be 

estimated, and widen the scope to include other test procedures, different types of data 

and different cluster sizes. 

 

S2 – The importance of intra-cluster correlation strength 

The strength of the intra-cluster correlation determines how similar observations 

within a given cluster are likely to be to each other. Thus, a higher intra-cluster 

correlation gives a more pronounced ‘clustering effect’.  

If the level of correlation itself is of interest, methods for estimating it are available. 

There are also methods for testing whether the correlation is significant, although 

even a small correlation, which a test may show to be non-significant, can have 

important implications for statistical analysis.  

Methods for estimating the intra-cluster correlation are generally based on the two 

sources of variation: between and within cluster variation. For example, for data that are 

approximately normally distributed, we could fit a statistical model, such as a linear 

mixed model and obtain estimates of these two sources of variation (σb
2 

and σw
2, in the 

notation used in Part 1.3). For the example dataset illustrated in Figure 1, the estimates 

obtained are σb
2=0.685 for the between cluster variation and σw

2=0.337 for the within 

cluster variation. The estimated intra-cluster correlation is then 

σb
2/(σb

2+σw
2)=0.685/(0.685+0.337)=0.670. This level of correlation is high, and there 

would be no need for a statistical test to tell us that clustering is likely to be a significant 

factor in the data and that the statistical approach should take clustering into account. 
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If a formal test is desired to examine whether the correlation is significant, we could 

use a likelihood ratio test, comparing the likelihoods for models with and without the 

random cluster-specific effect. Care needs to be taken in applying this test, however, 

since the usual null chi-squared distribution does not hold for testing hypotheses on 

the boundary of the parameter space (here, testing that the variance of the random 

effect is zero) so an adjustment to the usual degrees of freedom must be made.  

Other methods for estimating and testing intra-cluster correlation exist, for example, 

methods based on ANOVA for a random effects model, as reviewed by Donner 

(Donner, 1986). 

In our simulated data, we have used an intra-cluster correlation of 0.7, which is 

relatively high. In many cases, the correlation will be positive but somewhat lower.  

To illustrate how the strength of the intra-cluster correlation impacts on results of 

statistical analysis, we simulated datasets using Model 1 (see Table 1), but this time 

varying the intra-cluster correlation from 0 to 0.9 in steps of 0.1. We generated 10000 

datasets for each correlation and tested each of the 7 statistical methods shown in 

Table 2. Fig. S2 plots the proportion of datasets for which the null hypothesis is 

rejected, as a function of the correlation, for each of the seven methods considered. 

We observed that for even small levels of positive correlation, the standard t-and 

Wilcoxon tests that ignore the clustering reject the null hypothesis far too often. GEE 

tends to be slightly liberal, with the remaining five methods maintaining the correct 

test size. 
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Fig S2. Impact of intra-cluster correlation on statistical analysis 

Shown here is the proportion of datasets for which the null hypothesis is rejected at 

5% significance level, as a function of intra-cluster correlation coefficient, for 7 

analysis methods. Note that even at low levels of intra-cluster correlation, when 

clustering is ignored and a t-or Wilcoxon test is applied (black solid and red dashed 

lines, respectively), the null hypothesis is rejected in an unacceptably high proportion 

of cases. As such, these tests are far too liberal when clustering is ignored. GEE 

(green dashed line) also tends to be too liberal. 
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